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ABSTRACT

satisfy the needs of a group of users [13]. For example, a group of
friends or a family may be looking for a restaurant or an attraction site, to go together. These situations have led to the emergent
research on Group Recommender Systems (GRSs).
Some progress has been made on GRSs to offer high quality recommendations for a group as a unit, however the dynamics of group
decision making processes so far have been under-explored. In fact,
most of the literature has paid particular attention to static ways
of aggregating group members’ preferences, i.e., by generating a
group choice model that is based on users’ preference models generated independently from the ones of other group member. These
approaches overlook users’ behavior in the context of a specific
group and ignore the changes in user’s preferences, which often
occur in group decision making processes. In fact, researchers in
social sciences have pinpointed that the recommendation needs of
groups go beyond the bare identification of items that fit the sum
of individual preferences [18]. Furthermore, a recent observational
study on group decision processes has confirmed that group preferences are constructed during the process [9]. For these reasons, it is
necessary to model and take advantage of the precise interactions
between the users and the GRS, in order to better understand the
users’ preferences and guide the group decision making process.
In a previous work, we presented a conversational group recommendation model that is not only based on individual long-term
preferences, which are typically acquired in the form of item ratings, but also exploits immediate users’ feedback on items that
are considered during a group discussion. This feedback refers to
session-based preferences, and reflects the current user’s needs,
which could be even very different from the long-term preferences.
That model was implemented in a GRS that offers a chat environment and in which a variety of decision support and recommendation functions are integrated [23]. The initial results obtained
from a controlled user study indicated that the proposed group
recommendation approach achieves a good usability as well as high
perceived recommendation quality.
However, that user study was inadequate to fully assess the system performance, which requires to be examined under different
situations that users are likely to face in a group setting. In particular, according to [10], a member may have several different kinds
of social responses to group pressure. For example, group members
can express ideas and judgments that are consistent with their personal standards, or they possibly change their opinions to accept
the influence of others, or they can take actions that are opposite to
whatever the group recommends. Among the various dimensions
of possible analysis, the goal of this paper is to investigate how

A major challenge for conversational group recommender systems
is how to properly exploit the user’s preferences induced by the
interactions between group members, which may deviate from the
user’s long-term ones. We argue that the relative importance of the
long-term and group-induced preferences should vary according
to the specific group settings. To support this claim, we compare
alternative ways of combining these two types of user’s preferences,
under three diverse settings that may influence users’ behavior. Our
experimental study shows how a combination scheme that weighs
more the long-term preferences can better serve the group when
the group discussion has no impact on group members’ preferences,
but when the group context pushes members to have either more
or less similar preferences, then users benefit from a recommender
that weighs more the group-induced preferences.
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INTRODUCTION

Recommender Systems (RSs) are tools that try to mitigate the information overload problem by providing users with suggestions
for items that are likely to match users’ needs and preferences [25].
Conventional RSs focus on supporting decision making for a single
user, while there are plenty of scenarios where it is necessary to
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long-term and session-specific preferences can be appropriately
combined in the above mentioned scenarios. We believe it is vital
to understand when it is necessary and how best to employ each
type of preferences so that a GRS can better leverage the available users’ information to quickly adapt to their current needs and
requirements as well as improve the recommendation quality.
In order to address these issues, in this work, we make the following contributions:

into a group model: 1) Aggregation of the generated individuals’
recommendations; 2) Aggregation of predicted individuals’ ratings;
and 3) Building a joint group profile by merging individual preferences of group members. The prediction aggregation approach
can be found in Polylens [24], a system that suggests movies to
small groups of people with similar interests whereas the method
of profile aggregation is illustrated in the system Intrigue [1] which
assists tour guides in designing tours for heterogeneous tourist
groups such as families with children and elderly. The combination
of these two approaches, called hybrid switching, has also been
proposed by Berkovsky and Freyne [4].
Previous studies [4, 6, 8] have compared these approaches in
food and movie domains, and the results showed that the winning
approach depends on the domain characteristics, the available data
and the precise task. More in general, how to optimally aggregate either preferences or ratings or recommendations is a well-researched
topic. Masthoff [17, 18] gave an overview of different aggregation
strategies inspired by Social Choice Theory for reaching group decisions. The performance of different rank aggregation strategies to
generate group recommendations from individual ones was also
extensively investigated by using simulated data of user groups [2].
Another thread of GRS research has looked at conversational
models of recommendation, where users are engaged in an active interaction with the system during the recommendation process. One
contribution in this direction is offered by Travel Decision Forum
[12], in which the users are supposed to interact with embodied
conversational agents representing group members, in order to define a set of shared preferences. Trip@dvice [3] is another GRS that
also exploits agents acting on behalf of group members and applies
a cooperative negotiation methodology to tackle group recommendation problem. Among the various conversational approaches that
were previously proposed in the literature, critiquing has been
widely adopted in a number of interactive systems. Its main advantage is enabling users to interactively give feature-specific feedback
on the recommended items and letting them iterate the “recommend
- review - revise” cycle until the desired item is found. For instance,
Collaborative Advisory Travel System is a critique-based GRS that
helps a group in planning a skiing vacation [19, 20]. Where2eat
is also based on critiquing; it is a mobile phone application for
restaurant recommendations supporting computer-mediated conversations in groups of two members [11]. Hootle+ is a hotel GRS
that is designed to support the discussion and negotiation on the
features of the desired hotel [16]. Choicla is a group decision support
environment that allows users to provide feature-based feedback
in order to flexibly configure the decision process in a domainindependent setting [27].
In most of the mentioned work, user feedback, which signals
preferences generated in the context of the group decision making process, is elicited by letting the users explicitly refer to the
items’ features. These strategies, however, tend to have an high
cognitive cost, as the users must determine which feature values
they like or dislike, which can require a significant effort, especially
when the number of features is large [14, 22]. Thus, we proposed a
conversational group recommendation model that solely solicits
session-based users’ preferences expressed at the item level, that is,
in the form of user’s evaluations (like/dislike) of the items proposed
in the group discussion. The model, by using these assessments,

• We design a generic and reusable simulation process aimed
at analyzing the appropriateness of a conversational GRS
across a wide range of parameters including the number
of novel preferences elicited in the interaction cycles with
the system and the group sizes. In particular, we simulate
user’s interactions in three different group scenarios, which
are inspired by the three kinds of social impacts on user’s
behavior that we mentioned above: (a) independence - the
group has no influence on the user preferences; (b) conversion
- the group setting pushes group members to have more
similar preferences to each other; and (c) anti-conformity the group setting causes the members to have more diverse
preferences.
• We have implemented three variants of our proposed preference combination strategy: (i) where the importance of the
long-term and session-based preferences is equal; (ii) where
a stronger importance is given to long-term preferences; and
(iii) vice versa, when greater importance is given to sessionbased preferences. Our preference combination approach
is assessed in terms of system ranking performance, under
the three considered group scenarios. Specifically, for each
scenario, we observe the ranking of the best group choice as
the number of interaction cycles grows, i.e., as the amount
of elicited session-based preferences increases.
• Through simulation experiments, we show fundamental
properties of long-term and session-based preferences fusion
in our conversational group recommendation model. In the
scenario (a), the model requires less preference information
gleaned from the group discussion whereas in the scenarios
(b) and (c) it must weigh more the session-specific preferences in order to faster identify the best recommendations
for the group. Also, the experimental results demonstrate
that the proposed model is able to better and better capture
the changes in user preferences as more feedback is provided.
The rest of the paper is organized as follows. Section 2 gives a
brief overview of related research on GRSs. The proposed conversational group recommendation model is described in Section 3. Then,
in Section 4 we provide details of the simulation procedure that we
have designed in order to assess the validity and effectiveness of the
proposed group recommendation model. In Section 5 we analyze
the obtained results. Finally, in Section 6 we draw the conclusions
of our work and outline future research directions.

2

RELATED WORK

Traditional GRSs have generated group recommendations by leveraging the aggregation of individual preferences, e.g. in the form
of item ratings of the group members. Jameson and Smyth in [13]
identified three approaches for aggregating individual preferences
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automatically determines the item’s feature importance weights
[23]. We adopted a specific technique for inferring the user utility
function from constraints on the same utility function that was
proposed in [5, 28]. These constraints are derived by observing
which items the user prefers, likes, dislikes or ignores.
The proposed model was initially assessed in a controlled user
study, but this empirical evaluation was performed on a limited
set of test cases. In fact, it is problematic to extensively analyze
the behavior of a model which demands a high degree of interactivity under various conditions. To solve this type of problems,
in the RSs literature, simulation procedures have been applied to
emulate the behavior of the users that could interact with the true
conversational RS [5, 15, 29]. For example, in order to asses their conversational RS, Mahmood and Ricci in [15] simulated user-system
sessions in which a user incrementally modifies a query to finally
select or add a product. Following this direction, we introduce here
a custom-designed simulation procedure in order to investigate how
to effectively combine long-term and session-based preferences and
how many session-based preference-elicitation interaction cycles
should be performed to spot the optimal group recommendation in
the considered scenarios.

3

Before a user enters into a group discussion, we use a contentbased approach to generate the utility vector that represents the
long-term preferences of the user:
P
(i )
r (u, i)x j
(u )

wj

U (u, i) =

j=1
(i )

3.1

, j = 1, ..., n,

(2)

Session-Based Preferences

U (u, o) < U (u, p) < U (u, q) < U (u, s),

(3)

for all o ∈ DS (u), p ∈ N S (u), q ∈ LS (u), and s ∈ BS (u).
(u )
We denote with ϕд the set of constraints on the user u utility function derived from the evaluations formulated by u in the
discussion of group д. For instance, let us assume DS (u) = {x (16) },
LS (u) = {x (7) }, and BS (u) = {x (11) }. Suppose also that x (16) =
(1, 0, 0, 1, 0), x (7) = (0, 1, 1, 0, 1), and x (11) = (0, 1, 1, 1, 0). AccordP
P
(u ) (11)
(u ) (7)
ing to (3), U (u, 11) > U (u, 7), so nj=1 w j x j
> nj=1 w j x j .
Similar constraints can be deduced considering the items 7 and 16,
(u )
(u )
(u )
(u )
(u )
(u )
(u )
(u )
hence ϕд = {w 2 + w 3 + w 5 > w 1 + w 4 , w 4 > w 5 }.

(1)

(i )

not) the j-th feature. For instance, x (5) = (1, 0, 1, 0) means that item
5 possesses the first and the third features and does not have the
second and the fourth ones.
The user u utility function (1) is determined by a vector of
(u )
(u )
weights w (u ) = (w 1 , . . . , w n ), that we call utility vector or user

3.2

(u )
wj

models the importance that the user u
P
(u )
(u )
assigns to the j-th feature. We have w j ≥ 0 and nj=1 w j = 1.
(u )

, 0}|

When a group decision making process starts, the users are supposed to propose items for a group discussion and evaluate items
proposed by other group members. The system then derives the
session-based preferences of each group member by observing the
expressed evaluations of the proposed items. These evaluations
have the form of: best choice item; liked item; not evaluated (neither liked nor disliked); or disliked item. Hence, all items proposed
in a group discussion are classified (for each group member) into
four sets: BS (u) (Best Items), LS (u) (Like Items), N S (u) (Neutral
Items) and DS (u) (Dislike Items). Since we assume that the user
prefers items with larger utility, the following constraints hold:

here x (i ) = (x 1 , . . . , x n ) is a n dimensional Boolean feature vector
(i )
(i )
that represents the item i, and x j = 1 (x j = 0) if item i has (has

profile. The weight

(i )

|{i ∈ Iu : x j

In this example w (u ) = (0.36, 0.18, 0.46).

In the proposed model, long-term preferences are acquired by the
system in the form of item ratings. But, during a group discussion
we assume that the group members may deviate somewhat from
their previously observed preferences. This may occur because of
the influences of the other group members and the group decision
making dynamics. Thus, we exploit both sources of preferences
to generate and continuously update the user’s preference model,
which is represented with a utility function. Finally, the utility functions of the group members are aggregated to build a group (utility) preference model. The group recommended items are ranked
according to this aggregated group model. This model was first
presented in [23], but in order to make this paper self-contained,
we briefly describe it here.
Each user’s preference model is represented by a utility function:
(u ) (i )
wj xj ,

i ∈Iu

where Iu is the set of items rated by the user u and K is a normalization factor (explained below). This user utility vector is determined
by analyzing the features associated with the items that the user
rated, and it takes the frequency of these features into account. For
example, assume that the rating function of the user u is ranging
from 1 to 5 and it is defined as follow: r (u, x (12) ) = 3, r (u, x (10) ) = 1,
and r (u, x (22) ) = 5. Let us further assume that the feature vectors
of the considered items are: x (12) = (1, 1, 0), x (10) = (0, 1, 0), and
x (22) = (1, 0, 1) respectively. Based on the equation (2), w (u ) is com(u )
(u )
(u )
3+1
5
puted as follows: w 1 = 3+5
2 = 4, w 2 = 2 = 2, w 3 = 1 = 5.
Pn
(u )
(u
)
Then, w is normalized by dividing it by K = j=1 w j , so that
P
(u )
(u )
it satisfies the structural constraints w j ≥ 0 and nj=1 w j = 1.

GROUP RECOMMENDATION MODEL

n
X

= 1/K

Users’ and Group Utility Functions

After eliciting session-based preferences, the system computes a
session-based user utility function. This is done by finding a new
vector of weights w (u ) for each group member, which takes into
consideration the new user’s preferences influenced by the group
setting. Then, for each user, this new utility vector is combined
with the long-term utility vector. Finally, a group utility function is
generated by aggregating all the group members’ utility vectors and
it is then used for ranking candidate items for recommendations.

(u )

Moreover, if w j > wl then the j-th feature is more important
than the l-th feature for the user u. The utility of an item gives a
quantitative indication of the preference of the user for an item,
and we assume that a user prefers items with larger utility to those
with smaller utility.
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Algorithm 1 Utility vectors update and recommendation algorithm

The session-based preferences of a user are modeled as a utility
(u )
vector wд that represents the user preferences expressed in the
group session. The objective of the proposed model is to help the
group members find items that match all the group members’ interests that were revealed in the group discussion. Thus, for each user
(u )
u, the recommender searches for the utility vector wд that not

Initialization:
∀u ∈ д, compute w (u ) by equation (2)
P (u )
w (д) = |д1 |
w
u ∈д

DS (u) = N S (u) = LS (u) = BS (u) = ∅
repeat
1. Add the evaluated item to the appropriate set among
DS (u), N S (u), LS (u), and BS (u)
(u )
(u )
2. Infer user constraints on wд and add them to ϕд

(u )

only satisfies the inferred constraints in ϕд , but also maximizes
its cosine similarity with the vector w (д) , which is the average aggregated vector of the utility vectors of the group members. The
resulting optimization problem is formulated as follows:
(u )
wд

=

(u )
arg max cos(wд , w (д) )

(u )
s.t. wд

(u )
sat. ϕд .

(u )

3. Compute wд

(4)

(u )

wд

Then, the linear combination of the original user utility vector w (u ) ,

(u )

(u )

sat. the constr. in ϕд .

(5)

4. Update w (u ) with the linear combination:

updated utility vector of the user (Eq. 6, Algorithm 1). In this linear
combination, a parameter σ , which we call preferences “stability”,
is used to weigh the contribution of the long-term and sessionbased preferences: a larger stability σ implies that the long-term
preferences are considered to be more important.
The full iterative cycle of the group recommendation model
is depicted in Algorithm 1. In this article the members’ roles in
the group are assumed to be equal, hence the utility vector of the
group w (д) is computed by using the Average approach. Alternative
preference aggregation methods will be considered in future work.
So, finally, when a user is in a group discussion and requests
some group recommendations, items are ranked according to the
group utility function defined by the equation (8). In other words,
the system suggests the items with the highest utility for the group,
and therefore the generated recommendations are the same for all
group members.

(u )

w (u ) = σw (u ) + (1 − σ )wд , σ ∈ [0, 1].
5. Update w (д) by the Average approach:
1 X (u )
w (д) =
w .
|д| u ∈д
6. Compute the group utility function:
n
X
(д) (i )
wj xj .
U (д, i) =

(6)

(7)

(8)

j=1

7. Rank items by the group utility score U (д, i)
until there is a new evaluation in the group discussion

EXPERIMENTAL EVALUATIONS

this evaluation, we therefore must simulate: (i) user groups and (ii)
users’ behaviors including which items are proposed to the group
discussion and how the member evaluates the proposed items given
by the others.

In order to study and identify the best preference combination
strategy in each specific group situation, we have carried out a
simulation experiment. More concretely, we have simulated users’
interactions in three group scenarios: independence (where users’
preferences are stable), conversion (where users change their preferences to become more similar to each other), and anti-conformity
(where users hold divergent opinions during the group discussion).
In each simulated situation, we have compared the effectiveness
of the ranked recommendations generated by three variants of
our conversational model, which implements three combination
schemes of long-term and session-based preferences. The goodness
of a ranking is measured by Mean Reciprocal Rank (MRR). In our
evaluation, we have examined how the ranking quality is dependent on the number of interaction cycles (i.e., where users elicit
feedback on proposed items).

4.1

(u )

= arg max cos(wд , w (д) )
s.t. wд

(u )
and the group-induced user utility vector wд , is assumed to be the

4

by solving the optimization problem:

4.1.1 User groups. We randomly generated groups of users to
simulate heterogeneous groups. Other types of groups can also be
generated, and this will be considered in future work. We adopted
the method introduced in [2] to generate user groups. Specifically,
groups of varying sizes were created by sampling users of the STS
dataset1 which contains 2534 ratings for 249 points of interest (POIs)
by 325 users. These ratings were entered by users of the STS app2 , a
context-aware mobile application which provides recommendations
for POIs [7]. In our experiments, we only simulated small groups
of varying sizes from 2 to 5 users, since this is the target scenario
for STS. Regarding the POIs (items), each one is represented by 113
features that are extracted from various information sources, like
categories and short-description of the item. Before entering into a
group, the utility vector w (u ) of each group member was initialized
based on their available ratings, as in equation (2), which represents
the long-term user preferences.

Simulation Design

We have applied a simulation process that resembles the real interaction of the chat-based GRS named STSGroup [23]. The flow of the
group interaction, described in Section 3.1, assumes that each user
through a discussion with other group members proposes items for
the group, and evaluates other members’ proposals in the form of:
best choice item, liked item, not evaluated item, or disliked item. In

1 https://www.researchgate.net/publication/305682479_Context-Aware_Dataset_

STS_-_South_Tyrol_Suggests_Mobile_App_Data
2 https://play.google.com/store/apps/details?id=it.unibz.sts.android
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4.1.2 Users’ Behaviors. In order to simulate users’ actions when
they are in a group, we generated, for each user, a true utility
vector denoted with v (u ) . This vector represents the newly arising
preferences when a user is in a group. We assume that the groupinduced preferences are not completely different from the long-term
ones. This assumption is motivated by the work in social psychology
[26], verifying that group members modify their judgments so that
they match those of others in their groups but at the same time,
they strive to change the group to suit their personal inclination.
Hence, the vector v (u ) was defined as follows:
v (u ) = w (u ) + γw (д) ,

recommender and the users’ simulator. The users’ simulator is responsible for generating the true utility vectors v (u ) of the users in
the different group scenarios as in (9), and then uses them to simulate users’ actions including which item is selected for the group
discussion (Step 2), and the users’ evaluations of the items proposed
by other group members (Step 3). It is worth noting that these true
utility vectors are concealed from the recommender. The recommender only takes users’ history ratings (Step 1) and their simulated
actions (Step 4) as the inputs, and its goal is to predict the hidden
true utility vector v (u ) for each user in the specific group settings.
The group utility estimated by the recommender and generated by
the user’s simulator is respectively denoted with U (w ) (д, i) (Step
9) and U (v ) (д, i) (Step 10). The assumed group choice is the item
obtaining the largest U (v ) (д, i).

(9)

where w (д) is the centroid of the pre-discussion utility vectors,
computed by averaging of the utility vectors w (u ) , ∀u ∈ д. The
parameter γ is either positive or zero or negative, and it is used
to control the degree of influence from the group setting on users’
behaviors. Then, vector v (u ) was normalized to sum to 1. The value
of γ is set differently according to the three scenarios:

Table 1: Computation sequence of a single interaction cycle
in the simulation.

• (a) Independence: in this scenario, user’s preferences are not
influenced by the group setting, so γ = 0 ⇒ v (u ) = w (u ) .
• (b) Conversion: in this scenario, the group setting pushes
users to be in agreement, hence v (u ) is closer than w (u ) to
the centroid vector w (д) . To test this scenario, we simulate
users that are only slightly influenced by the average group
opinion, so we use a small positive value γ = 0.2.
• (c) Anti-conformity: in this scenario, the group setting causes
users to react negatively, and hence to diverge from the average opinion during the group discussion. Particularly, the
vector v (u ) is now obtained by moving w (u ) in the opposite
direction to the centroid vector w (д) , so the value of γ is
negative (-0.2).

The recommender
1. Initialize a user’s utility vector w (u ) based on existing ratings, and then set w (д) =
1 P w (u ) .
|д |
u ∈д

3. Classify the items proposed
by the other members into the
four sets: BS (u), LS (u), N S (u)
and DS (u) as in (10).
(u )

4. Infer user constraints ϕд
derived from the knowledge of
BS (u), LS (u), N S (u) and DS (u)
as in (3).

After having defined the true utility vector v (u ) for each group
member, we have employed it to simulate which items are proposed
to the group and how the users evaluate the proposed items given
by the other members. Particularly, the items obtaining the highest
true user’s utility were assumed to be iteratively offered to the group
discussion. Regarding users’ evaluations of the items proposed by
the other members, we ranked all the proposed items in order of
P
(u ) (i )
decreasing true user utility function, i.e., U (v ) (u, i) = nj=1 v j x j ,
and then classified them into the 4 sets BS (u), LS (u), N S (u) and
DS (u) using the following conditions:

BS (u)





LS (u)
i∈


N S (u)




DS
 (u)

if
if
if
if

U (v ) (u, i) ≥ u 1 (u)
u 2 (u) ≤ U (v ) (u, i) < u 1 (u)
u 3 (u) ≤ U (v ) (u, i) < u 2 (u)
U (v ) (u, i) < u 3 (u).

The users’ simulator
2. For each user, select the item
with the highest true utility
v (u ) and, if not yet proposed,
propose it to the group.

(u )

5. Find wд by solving the optimization problem (4).
6. Update w (u ) with the linear
combination as in equation (6).
7. Update w (д) by the Average 8. Compute the Average aggreapproach as in (7).
gated true utility vector of the
group v (д) .
9. Compute the estimated 10. Compute the true
group utility U (w ) (д, i) by the group utility by equation:
P
(д) (i )
equation (8).
U (v ) (д, i) = nj=1 v j x j .
11. Rank items by the group 12. Rank items by the true
group utility U (v ) (д, i). The
utility U (w ) (д, i).
first item in the list is assumed
the group choice.

(10)

The threshold values u 1 (u), u 2 (u) and u 3 (u) were determined in
such a way that the above mentioned four sets divide the full set
of items evaluated by the user into 4 subsets of equal cardinality.
Clearly, other partitions are possible, but we leave this analysis to
future work.
Table 1 illustrates the sequence of computations for a single
interaction cycle in the simulation. It is noteworthy that in our
simulation experiment, there are two distinguished concepts: the

4.2

Evaluation Metric

To evaluate the efficacy of a ranked list of group recommendations
we use Mean Reciprocal Rank (MRR) [21] which takes into account
the rank of the first relevant result, and it is therefore well suited
to GRSs in which only the first group choice matters. The metric is
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defined as follows:
MRR =

1
N

N
X
k =1

1
,
rankk

our simulation procedure in a larger group size a greater number
of elicited preferences are obtained, since a user evaluates all the
proposals of the other group members. We see that it is easier to generate good recommendations for groups of size 2 than for groups of
size 5, and this holds for all the considered scenarios and preference
combination strategies. These results confirm other experiments
showing that when the group size increases, the effectiveness of
the group recommendations tends to decrease, if the groups are
composed by heterogeneous users [2].
Comparing the performance of the three combination schemes,
i.e., by using three values of σ in the group model, under the three
group scenarios, we observe that the best combination schema
varies depending on the group setting.

(11)

where N is the number of running trials, which is 100 in our experiment, and rankk refers to the rank position in the recommendation
list of the assumed group choice (i.e., the item having the largest
true group utility) for the k-th trial. Aside from MRR, we also measured the quality of the group recommendation by other metrics. In
particular, we computed the cosine similarity between the assumed
group choice and the top recommended item (having the largest
estimated group utility), and we also observed how the true group
utility of the top recommended item changes (compared to the
utility of the group choice). The analysis of these results, however,
did not reveal additional characteristics of the proposed model, so
we do not report them here, and we focus on the analysis of the
MRR of the proposed GRS.
As we mentioned, for each simulated situation we compared
the performance of three versions of our model generated by three
different values of the stability parameter σ , which is used to balance the importance that the recommender gives to the long-term
and session-based preferences. Obviously, many cases could be analyzed in principle, but here we focus on three rather different and
prototypical cases: when the model strongly relies on the long-term
users’ preferences (σ is close to 1, i.e., σ = 0.9), when an equal
weight is given to both types of preferences (σ = 0.5), and when
the model strongly weighs the session-based preferences derived
from the group session (σ is very small, i.e., σ = 0.1).
In our experiment, we also iteratively increased the number of
interaction cycles denoted with t from t = 1 to t = 10. The larger
the value of t, the greater quantity of user feedback is acquired by
the system. Recall that in each cycle, we assume that every group
member proposes one item and gives feedback on those proposed
by the other group members.

5

Independence Scenario. In the independence scenario, where the
group has no impact on user’s preferences, Figure 1 and 2 show
that with σ = 0.9, the recommender, after a few interactions (t = 4
and t = 6), can correctly rank the group choice in the top position
while with σ = 0.5 and σ = 0.1, the system needs more than 10
interaction cycles. Since the users do not change their preferences
in the group discussion, the system that highly favors the stable
preferences can immediately identify the true utility of users after
a few interactions. However, it is noteworthy that adapting to the
session-based preferences has an initial cost even in this independence scenario: the recommendation quality in the first interaction
cycles (i.e., when t ≤ 4 and t ≤ 6 in the groups of size 2 and 5
respectively) is still much inferior to that obtained by the model
that totally ignores them, which will trivially have MRR=1.
Conversion Scenario. In the conversion scenario, group members
tend to align their preferences. One could conjecture that in this
case it is easier for the recommender to identify the group choice.
Both Figure 1 and 2 illustrate that the MRR of the group recommendations generated when σ = 0.5 and 0.1 is better than the MRR
obtained in the independence scenario, but this does not hold for
σ = 0.9. Particularly, in the groups of size 2 and when σ = 0.9,
the recommender requires at least 9 interaction cycles to place the
group choice at top rank (MRR ≈ 1) whereas in the first scenario
after only 4 cycles that rank position is obtained. On the other
hand, with σ = 0.5 the system gains a higher MRR sooner (t = 5
for MRR ≥ 0.75) while in the independence scenario, 8 interaction
cycles are required to reach that value. Similarly, when σ = 0.1,
the system requires fewer interaction cycles than in the previous
scenario, to obtain a similar performance level. These results can be
explained by observing that in this scenario the users’ session-based
preferences still deviate from the long-term ones, hence relying
too much on the long-term preferences (σ = 0.9) is no longer the
ideal approach for the recommender. It turns out that the recommender in this case benefits from equally balancing the long-term
and session-based preferences.

RESULTS

We have so far described how we simulated the three group scenarios referred to as (a) independence, (b) conversion and (c) anticonformity. In each group scenario, our goal is to investigate the
effect on the recommendation quality of the stability parameter
σ (σ =0.1, 0.5, and 0.9), that controls the relative importance of
long-term and session-based preferences. This analysis is conducted
with an increasing number of interaction cycles (t = 1 . . . 10). If the
model is sound, as more preferences are elicited (more interaction
cycles), the better should be the generated recommendations. As
previously mentioned, in this paper, we focus on small groups of
size 2 and 5. For groups of size 3 and 4 the results are similar.
In fact, the results shown in Figure 1 and 2 support our initial
intuition: the average effectiveness (MRR) of the model is growing
when the number of interaction cycles t grows. This occurs because, as t increases, more constraints on the session-based users’
preferences are inferred, so the model better learns the new utility function of each group member. We observe that the system
performance is significantly better for smaller groups: there is a
faster growth of MRR and a better MRR for the same number of
interaction cycles. This is partially unexpected, since according to

Anti-Conformity Scenario. In the anti-conformity situation, group
members are diverging during the group discussion, so our intuition says that it should be harder for the learning process to infer
the true profile v (u ) . As we can see in Figure 1 and 2, the system
MRR in this setting is much smaller than in the independence and
conversion scenarios, and MRR is also growing slower. In fact, it is
more difficult to find an item that satisfies all group members, since

1371

Independence

Conversion

Anti−conformity

0.75

0.50

0.25

0.00

1.00

MRR of group choice

1.00

MRR of group choice

MRR of group choice

1.00

0.75

0.50

0.25

0.00
1

2

3

4

5

6

7

8

9

10

0.75

0.50

0.25

0.00
1

2

# of interaction cycles

3

4

5

6

7

8

9

10

1

2

# of interaction cycles
σ = 0.9

3

4

5

6

7

8

9

10

9

10

# of interaction cycles

σ = 0.1

σ = 0.5

Figure 1: Groups of size 2 - MRR of the group recommendations.
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Figure 2: Groups of size 5 - MRR of the group recommendations.
their preferences are diverse. The interesting result here is that, in
contrast to the prior simulations, the MRR of group recommendations generated by the lower value of σ is higher than the MRR
values obtained by the larger value of σ . This means that in this
case the recommender should weigh more the preferences inferred
from observing the discussion.

6

extensive analysis of the proposed conversational group recommendation model across a wide range of parameters. The experimental
evidence has shown some interesting and also unexpected behavior
of the proposed group recommendation model. In particular, it has
been shown how hard it is to dynamically adapt the recommendations to the evolving users’ preferences that can be generated by a
group setting. The analysis supports our claim that the appropriate
usage of long-term and the session-based preferences depends on
the specific group scenario and it is by far not an easy task to optimally adapt the system output to the unknown effect of a group on
the users’ preferences. The experiment results prove the goodness
of the proposed model in capturing correctly the changes of the
user’s needs, but also show the necessity to identify mechanism for

CONCLUSIONS AND FUTURE WORK

In this paper, we have proposed a generic simulation design for
analyzing the performance of a GRS. The analysis was conducted
in different group scenarios where users are likely to request the
system to offer decision support. Besides, we have conducted an
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the automatic optimization of the preference learning model. This
goal is even more challenging when one considers other dimensions
defining a group decision making problem, such as: the specific
relationships between users, and their effects on preferences, or the
possibly varying propensities of the users in expressing their opinions on the discussed items or even the specific roles that can be
played by particular users (e.g., the presence of dominant members).
In the future, we plan to further investigate the above mentioned
dimensions and their impact on the preference elicitation approach
proposed in this article. Hence, we will study the role played by
the long-term and session-based preferences in group recommendations by considering other types of groups and more diverse
simulation conditions such as the presence of a dominant member
in a group, or when diverse preference aggregation strategies are
employed.
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