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Personalization
Output

“Personalization is the ability to provide content and 
services tailored to individuals based on knowledge about 
their preferences and behavior” [Paul Hagen, Forrester 
Research, 1999];

Communication

“Personalization is the capability to customize customer 
communication based on knowledge preferences and 
behaviors at the time of interaction [with the customer]” [Jill 
Dyche, Baseline Consulting, 2002];

Building a relationship

“Personalization is about building customer loyalty by 
building a meaningful one-to-one relationship; by 
understanding the needs of each individual” [Doug Riecken, 
IBM, 2000].
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Jeff Bezos

“If I have 3 million customers 
on the Web, I should have 3 
million stores on the Web”

Jeff Bezos, CEO of 
Amazon.com

Degree in Computer 
Science

$8.7 billion, ranked no. 35 
in the Forbes list of the 
America's Wealthiest 
People

top 400 list
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Suppliers’ Personalization 
Motivations

Making interactions faster and easier. Personalization increases 
usability, i.e., how well a web site allows people to achieve their 
goals.

Increasing customer loyalty. A user should be loyal to a web site 
which, when is visited,  recognizes the old customer and treats him 
as a valuable visitor.

Increasing likelihood of repeated visits. The longer the user 
interacts with the site, the  more refined his user model maintained 
by the system becomes, and  the more the web site can be 
effectively customized to match user  preferences. 

Maximize look-to-buy ratio. It turns out to be look-to-book ratio 
in the travel and  tourism industry, which is actually the essential 
indicator of personalization objectives in this domain.
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What movie should I see?

• The Internet Movie Database (IMDb) 
provides information about actors, 
films, television shows, television 
stars, video games and production 
crew personnel (functions).

• Owned by Amazon.com since 1998 
• September 15, 2008 IMDb featured 

1,039,447 titles and 2,723,306 
people

• More than 57M users per month.
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Social Filtering

???
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Original Definition of RS

In everyday life we rely on recommendations from 
other people either by word of mouth, recommendation 
letters, movie and book reviews printed in newspapers 
… [Resnick and Varian, 1997]

In a typical recommender system people provide 
recommendations as inputs, which the system then 
aggregates and directs to appropriate recipients

Aggregation of recommendations

Matching the recommendations with those 
searching for recommendations.
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Movie Lens

http://movielens.umn.edu
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Examples

Amazon.com – looks in the user past buying history, and 
recommends product bought by a user with similar buying 
behavior

Tripadvisor.com - Quoting product reviews of a community of 
users

Myproductadvisor.com – make questions about searched 
benefits (product features) to reduce the number of candidate 
products

Yahoo.com – “Today’s Picks” highlight ten destinations that are 
highly-relevant to individual users, based on recent online activity 
and preferences.

iTunes Genius – recommend albums similar to those found in 
your library

Smarter Kids – self selection of a user profile – classification of 
products in user profiles
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Recommender Systems

A recommender system helps to make choices without 
sufficient personal experience of the alternatives

To suggest products to their customers

To provide consumers with information to help them 
decide which products to purchase

They are based on a number of technologies: 

Information Retrieval: document models, similarity, 
ranking, matrix decomposition (SVD, LSI, LDA, …)

Machine Learning: classification and regression 
learning, clustering, Bayesian reasoning

Others: adaptive hypermedia, user modeling, HCI, 
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Ratings

16

Collaborative Filtering

?

Positive
rating

Negative
rating
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Items

Users

Matrix of ratings
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Collaborative-Based Filtering
A collection of user ui, i=1, …n and a collection of products pj, j=1, 
…, m

A n × m matrix of ratings vij , with vij = ? if user i did not rate 
product j

Prediction for user i and product j is computed as:
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Where the sum (and averages) is over j s.t. vij and vkj are not 
“?”.

Similarity of 
users i and k

[Breese et al., 1998]
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Example

ui
u8
u9

u5

vi = 3.2
v8 = 3.5
v9 = 3

v5= 4

pj

4
?
3
5

Users’ similarities: ui5 = 0.5, ui8 = 0.5, ui9 = 0.8
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v*ij = 3.2 + 1/(0.5+0.5+0.8) * [0.5 (4 - 4) + 0.5 (3 - 3.5) + 0.8 (5 - 3)
= 3.2 + 1/1.8 * [0 - 0.25 + 1.6] = 3.2 + 0.75 = 3.95

v5j

v*ij
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Model-Based Collaborative Filtering
Previously seen approach is called lazy or memory-based as the 
user ratings are just stored (when acquired) and the computation is 
performed only when a prediction is required

Model based approaches build and store a (probabilistic) model 
and use it to make the prediction

Where r=1, …5 are the possible values of the rating and Ii is the set 
of (indexes of) products rated by user i

E(vij) is the expected value of the rating vij

The probabilities above are estimated with whatever classifier that 
can output the probability for an example to belong to a class (the 
class of products having a rating = r).
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Naïve Bayes

P(H|E) = P(H) * [P(E|H) / P(E)]

The class of a profile is the rating for an item, e.g., the 
first product

Xi is a random variable representing the rating of a generic 
user to product i

Assuming the independence of the ratings on different 
products
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Item-to-item CF: the basic idea

Target user
?

5 4.5 5 4.5 5 5

p1 p5 p9 pi p22 p23 p27

Can the ratings of the target user on similar 
items be exploited for predicting an unknown rating?
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Prediction Computation

Generating the prediction: look into the target 
user’s ratings and use a technique to obtain 
predictions based on the ratings of similar 
products

Prediction Technique: weighted sum of the 
ratings of the target user to similar items

The sum is over all the similar items (to the target 
item i) that the user u has rated (vuj) – sij is the 
similarity of i and j.
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Evaluating Recommender Systems

The majority focused on system’s accuracy in supporting the 
“find good items” user’s task [Herlocker, 2004]

Assumption: “if a user could examine all items available, he 
could rate them, or evaluate their relevance or place them in 
a ordering of preference”

1. Measure how good is the system in predicting the exact 
rating value (value comparison)

2. Measure how well the system can predict whether the 
item is relevant or not (relevant vs. not relevant)

3. Measure how close the predicted ranking of items is to 
the user’s true ranking (ordering comparison).
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How Accuracy Has Been Measured

Split the available data (so you need to collect data first!), 
i.e., the user-item ratings into two sets: training and test

Build a model on the training data

For instance, in a nearest neighbor (memory-based) CF 
simply put the ratings in the training in a separate set

Compare the predicted rating (relevance or ranking) on each 
test user-item combination with the actual rating (relevance 
or ranking) found in the test set

You need a metric to compare the predicted and true 
rating (relevance or ranking).

26

Comparing Values

Measure how close the recommender system’s predicted ratings 
are to the true user ratings (for all the ratings in the test set).

Predictive accuracy (rating): Mean Absolute Error (MAE), pi

is the predicted rating and ri is the true one:

Variation 1: mean squared error (take the square of the 
differences), or root mean squared error (and then take the 
square root). These emphasize large errors.

Variation 2: Normalized MAE – MAE divided by the range of 
possible ratings – allowing comparing results on different data 
sets, having different rating scales.
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Precision and Recall

The rating scale must be binary – or one must transform it 
into a binary scale (e.g. items rated above 4 vs. those 
rated below)

Precision is the ratio of relevant items selected by the 
recommender to the number of items selected (Nrs/Ns)

Recall is the ratio of relevant items selected to the number 
of relevant (Nrs/Nr)

Precision and recall are the most popular metrics for 
evaluating information retrieval systems.
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not selected

Precision = Nrs / (Nrs +Nis)

Recall = Nrs / (Nrs + Nrn) 

To improve both P and R 
you need to bring the lines 
closer together - i.e. better 
determination of relevance.

Nrs

Nrn

Nis

Nin

Precision and Recall
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Selected

Example – Complete Knowledge

We assume to know the 
relevance of all the items 
in the catalogue for a 
given user

The orange portion is that 
recommended by the 
system

1

0
1
1
0
1
1
0
1
1
1
1
0

0

Precision=4/7=0.57

Recall=4/9=0.44

R
an

ke
d
 l
is

t 
o
f 

it
em

s
relevant

Not relevant
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Example – Incomplete Knowledge

We do not know the 
relevance of all the items in 
the catalogue for a given 
user

The orange portion is that 
recommended by the system

1

0
1
1
0
1
1
0
?
1
?
1
?

0

Selected

Precision=4/7=0.57 – As before

Recall=4/?

4/10  <= R <= 4/7

4/10 if all unknown are relevant

4/7 if all unknown are irrelevant
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Problems with Precision and Recall
To compute them we must know what items are relevant
and what are not relevant

Difficult to know what is relevant for a user in a 
recommender system that manages thousands/millions
of products

May be easier for tasks where the number of 
recommendable products is small – only a small portion 
could fit

Recall is more difficult to estimate (knowledge of all the 
relevant products)

Precision is a bit easier – you must know what part of the 
selected products are relevant (you can ask to the user 
after the recommendation – but has not been done in this 
way – not many evaluations did involve real users).
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“Core” Recommendation Techniques

[Burke, 2007]

U is a set of users
I is a set of items/products
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Content-Based Recommender

Has its root in Information Retrieval (IR)

It is mainly used for recommending text-based products (web 
pages, usenet news messages) – products for which you can find 
a textual description

The items to recommend are “described” by their associated 
features (e.g. keywords)

The User Model can be structured in a “similar” way as the 
content: for instance the features/keywords more likely to occur in 
the  preferred documents 

Then, for instance, text documents can be recommended 
based on a comparison between their content (words 
appearing in the text) and a user model (a set of preferred 
words)

The user model can also be a classifier based on whatever 
technique (e.g., Neural Networks, Naive Bayes, C4.5 ).
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Syskill & Webert User Interface

The user indicated 
interest in

The user indicated 
no  interest in

System Prediction

[Pazzani &Billsus, 1997]
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Explicit feedback example
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Content Model: Syskill & Webert
A document (HTML page) is described as a set of Boolean 
features (a word is present or not)

A feature is considered important for the prediction task if the 
Information Gain is high

Information Gain: G(S,W) = E(S) –[P((W is present)*E(SW is 

present) + P(W is absent)*E(SW is absent)]

E(S) is the Entropy of a labeled collection (how randomly the two 
labels are distributed)

W is a word – a Boolean feature (present/not-present)

S is a set of documents, Shot is the subset of interesting 
documents

They have used the 128 most informative words (highest 
information gain).
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Learning

They used a Bayesian classifier (one for each user), where 
the probability that a document w1=v1, …, wn=vn (e.g. 
car=1, story=0, …, price=1) belongs to a class (cold or 
hot) is

Both P(wj = vj|C=hot) (i.e., the probability that in the set 
of the documents liked by a user the word wjis present or 
not) and P(C=hot) is estimated from the training data

After training on 30/40 examples it can predict hot/cold 
with an accuracy between 70% and 80%.

∏ ===≅===
j
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A Better Model for the Document

TF-IDF means Term Frequency – Inverse Document Frequency

tfi is the number of times word ti appears in document d (the 
term frequency)

dfi is the number of documents in the corpus which contain ti
(the document frequency)

n is the number of documents in the corpus and tfmax is the 
maximum term frequency over all words in d.

The greater the frequency 
of the word the greater is 

this term

The less frequent the word 
is in the corpus the 

greater is this
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Computing TF-IDF -- An Example

Given a document D containing terms (a, b, and c) with 
given frequencies:

freq(a,D)=3, freq(b,D)=2, freq(c,D)=1

Assume collection contains 10,000 documents and  the 
term total frequencies of these terms are:

Na=50, Nb=1300, Nc=250

Then:

a:  tf = 3/3;  idf = log(10.000/50) = 5.3;     tf-idf = 5.3

b:  tf = 2/3;  idf = log(10.000/1300) = 2.0; tf-idf = 1.3

c:  tf = 1/3;  idf = log(10.000/250) = 3.7;   tf-idf = 1.2
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Using TF-IDF

One can build a classifier (e.g. Bayesian) as before, where 
instead of using a Boolean array for representing a 
document, the array now contains the tf-idf values of the 
selected words (a bit more complex because features are 
not Boolean anymore)

But can also build a User Model by (Rocchio, 1971)

Average of the tf-idf representations of interesting 
documents of a user (Centroid)

Subtracting a fraction of the average of the not 
interesting documents (0.25 in [Pazzani & Billsus, 1997]

Then new documents close (cosine distance) to this 
user model are recommended.
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Example

Interesting Documents
Not interesting Documents

Centroid

User Model
Doc1

Doc2

Doc1 is estimated more interesting than Doc2
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Problems of Content-Based Recommenders

A very shallow analysis of certain kinds of content 
can be supplied

Some kind of items are not amenable to any 
feature extraction methods with current 
technologies (e.g. movies, music)

Even for texts (as web pages) the IR techniques 
cannot consider multimedia information, aesthetic 
qualities, download time 

Hence a positive rate for a page could be 
independent from the presence of certain 
keywords!
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Problems of Content-Based Recommenders (2)

Over-specialization: the system can only recommend 
items scoring high against a user’s profile – the user is 
recommended with items similar to those already rated

Requires user feed-backs: the pure content-based 
approach (similarly to CF) requires user feedback on 
items in order to provide meaningful recommendations

It tends to recommend expected items – this tends to 
increase trust but could make the recommendation not 
much useful (no serendipity)

Works better in those situations where the “products”
are generated dynamically (news, email, events, etc.) 
and there is the need to check if these items are relevant 
or not.
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Hybridization Methods

[Burke, 2007]
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Collaboration via Content

Problem addressed: in a collaborative-based 
recommender, products co-rated by a pair of users may be 
very few – correlation between two users is not reliable

In collaboration via content a content-based profile of 
each user is exploited to detect similarities among users

Main problems to solve are: 

How to build a content-based profile of each user?

What kind of knowledge must be used?

How to measure user-to-user similarity?

[Pazzani, 1999]
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A Bidimensional Model

user

item

ratings User 
features

Product 
features

user

User features 
have always a 
good overlap 
and similarity 
computation 
is more 
reliable.
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Content-Based Profiles

The weights can be the average of the TF-IDF vectors of 
the documents that are highly rated by the user (as in FAB 
or in Syskill & Webert)

E.g. in the restaurants liked by Karen the word “noodle”
is very frequent (and not much frequent in the entire 
collection of restaurant descriptions)

Or you can use winnow as in [Pazzani, 1999], to learn the 
user model (a linear classifier for each user).

Knowledge Based Recommender

Suggests products based on inferences about a user’s needs 
and preferences

Functional knowledge: about how a particular item meets a 
particular user need

The user model can be any knowledge structure that 
supports this inference

A query, i.e., the set of preferred features for a product

A case (in a case-based reasoning system)

An adapted similarity metric (for matching)

A part of an ontology 

There is a large use of domain knowledge encoded in a 
knowledge representation language/approach.
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ActiveBuyersGuide

50
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Entrée: Case-Based Recommender

Entree is a 
restaurant 
recommender 
system – it finds 
restaurants:

1. in a new city 
similar to 
restaurants the 
user knows and 
likes 

2. or those 
matching some 
user goals (case 
features).
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Partial Match

In general, 
only a subset 
of the 
preferences 
will be 
matched in the 
recommended 
restaurant.
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Query Tightening

60
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[Ricci et al., 2002]
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www.visiteurope.com
Major European Tourism Destination Portal of the 
European Travel Commission (ETC)

34 National Tourism Organizations

Project started 
2004

Consortium: 
EC3, TIScover, 
ITC-irst, 
Siemens, Lixto

On line since 
April 06

500.000 page 
views/month

100.000 
visitors/month
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Problems with Off-Line Evaluation 
Methods

User ratings (remembered utility) are “instable”

Depend on the history of the user and the interaction

Are random variables: asking two times may not give the 
same value

What we remember about an experience (experienced 
utility) is  determined by peak-end rule (D. Kaheman)

How the experience felt when it was at its peak (best or 
worst)

How it felt when it ended

It may be more “useful” to predict how likely will be a 
user to buy an item (expected utility), rather than 
guessing the post-consumption evaluation (rating)

The ultimate goals of personalization are
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Recommendation Evaluation

eval

Predicted rating

accept

re
je

ct

Expected utility

recommendation
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Ratings collected in CF 
systems are acquired 
at this stage or some 
time after
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Recommendation Evaluation

There are two goals of the recommender system

1) – to have a large acceptance rate (immediate 
conversion):

the user must accept the recommendation and buy 
the product

He must evaluate the suggested item as useful

He must trust the recommender

2) the post-consumption rating must be high

the user must be really satisfied after having 
evaluated the  product.
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Other Problems

Off-line evaluation measures the RS 
performance in predicting the items already 
rated by the user

The goal of a recommender would be that to 
suggest NEW items (novel, unexpected 
recommendations are really useful)

“the quality of items that the user would actually 
see may never be measured” [Herlocker, 2004]
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Evaluation of RS
User satisfaction/usability

User effort (e.g. time or rec. cycles required)

Accuracy of the prediction

Conversion rate (the product is bought after the recommendation)

Recall (coverage)

Confidence in the recommendation (trust)

Understandability of the recommendation

Degree of novelty brought by the recommendation (serendipity)

Transparency

Quantity

Diversity

Risk minimization

Cost effective (the cheapest product having the required features)

Robustness of the method (e.g. against an attack)

Scalability

Adaptivity to changes in the data (users and items)
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Challenges
Generic user models and Generic recommender systems 
(multiple products and tasks) 

Distributed recommender system (users and products data 
are distributed)

Portable recommender systems (user data stored at user side)

(user) Configurable recommender systems

Multi strategy – adapted to the user

Privacy protecting RS

Context dependent RS

Emotional and values aware RS

Trust and recommendations

Persuasion technologies

Easily deployable RS

Group recommendations
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Challenges (2)

Interactive Recommendations – sequential decision 
making

Hybrid recommendation technologies

Consumer Behavior and Recommender Systems

Complex Products recommendations

Mobile Recommendations

Business Models for Recommender Systems

High risk and value recommender systems

Recommendation and negotiation

Recommendation and information search

Recommendation and configuration

Listening customers
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Summing up

At the beginning – user recommendations 
(ratings/evaluations) were used to build new 
recommendations – collaborative or social 
filtering

The recommender system is a machine that 
burns recommendations to build new 
recommendations

The expansion – many new methods are 
introduced (content-based, hybrid, clustering, …) 
– the aim is to tackle information overload and 
improve the behavior of CF methods (considering 
context and product descriptions)
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It’s all about You

72

Questions?
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Yahoo.com
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