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Contact Details 

p  Francesco Ricci 
n Room 2.17 (POS) 
n  fricci@unibz.it 

p Availability Hours: Tue 16.00-18.00 
n by prior arrangement via e-mail 

p Course web site 
n http://www.inf.unibz.it/~ricci/ISR/ 
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Course Structure 

p  Lectures: 48 hours 
p  Labs: 24 hours 
p  Timetable: 

n  Lectures: Tue 10:30-12:30; Thu 10:30-12:30 
– Room E411 (double check RIS!) 

n  Labs: Tue 14.00-16.00 - Computer Room 
E331 

p  Assessment: 
n  final exam, written, 50 % of the grade 
n  project in small "teams" (2 students) 50%.  
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Motivations 

p  The World Wide Web has become the primary 
source of information for leisure and work activities  

p  WWW huge content would be wasted if that 
information could not be found, analyzed, and 
exploited (ex) 

p  Each user should be able to quickly find 
information that is both relevant and comprehensive 
for their needs 

p  WWW has become a principal driver of innovation 
and a range of new techniques have been introduced 
to tame and exploit its information content  

p  Recommender systems are (web, mobile, 
standalone) tools that are becoming more and more 
popular for supporting the user in finding and 
selecting products, services, or information. 



Tag Cloud of WWW 2014  

5 

titles and abstract of accepted papers to www 2014 
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Syllabus 

p  Basic information retrieval concepts 
p  Web search and link analysis 
p  Boolean retrieval 
p  Indexing 
p  Vector space model 
p  Text and vector space classification 
p  Evaluation in information retrieval 
p  Recommender systems 
p  Collaborative and Social filtering 
p  Content-based filtering 
p  Hybrid recommender systems 
p  Knowledge based recommenders 
p  Conversational recommender systems 
p  Context-dependent recommender systems 
p  Group recommendations 
p  (Psychology of) Decision making 
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What you should learn 

p  The scientific underpinnings of the field of 
Information Search and Retrieval  

p  A catalogues of information search and discovery 
techniques and tools that can be exploited in the 
design and implementation of a specific Web site 
(eCommerce, eGovernment) 

p  The pros and cons of different techniques 
p  To reason about the benefits  and limitations of the 

techniques and systems for the various actors 
involved in the process 

p  The capability to decide when (in which context, for 
what kind of products or services) a technique can be 
useful or not 

p  To identify new applications of the techniques. 

Online edition (c) 2009 Cambridge UP

8.4 Evaluation of ranked retrieval results 159

Recall Interp.
Precision

0.0 1.00
0.1 0.67
0.2 0.63
0.3 0.55
0.4 0.45
0.5 0.41
0.6 0.36
0.7 0.29
0.8 0.13
0.9 0.10
1.0 0.08

! Table 8.1 Calculation of 11-point Interpolated Average Precision. This is for the
precision-recall curve shown in Figure 8.2.

as the highest precision found for any recall level r′ ≥ r:

pinterp(r) = max
r′≥r

p(r′)(8.7)

The justification is that almost anyone would be prepared to look at a few
more documents if it would increase the percentage of the viewed set that
were relevant (that is, if the precision of the larger set is higher). Interpolated
precision is shown by a thinner line in Figure 8.2. With this definition, the
interpolated precision at a recall of 0 is well-defined (Exercise 8.4).

Examining the entire precision-recall curve is very informative, but there
is often a desire to boil this information down to a few numbers, or perhaps
even a single number. The traditional way of doing this (used for instance
in the first 8 TREC Ad Hoc evaluations) is the 11-point interpolated average11-POINT

INTERPOLATED
AVERAGE PRECISION

precision. For each information need, the interpolated precision is measured
at the 11 recall levels of 0.0, 0.1, 0.2, . . . , 1.0. For the precision-recall curve in
Figure 8.2, these 11 values are shown in Table 8.1. For each recall level, we
then calculate the arithmetic mean of the interpolated precision at that recall
level for each information need in the test collection. A composite precision-
recall curve showing 11 points can then be graphed. Figure 8.3 shows an
example graph of such results from a representative good system at TREC 8.

In recent years, other measures have become more common. Most stan-
dard among the TREC community is Mean Average Precision (MAP), whichMEAN AVERAGE

PRECISION provides a single-figure measure of quality across recall levels. Among eval-
uation measures, MAP has been shown to have especially good discrimina-
tion and stability. For a single information need, Average Precision is the
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Course Format 

p  24 Lectures on various topics in Information 
Search and Recommender Systems 

p  12 Labs where we shall  
n  look to further details about the topics 

illustrated in the lectures 
n  Solve some exercises (you try first!) 
n  Experiment the usage of some systems 

(evaluate it) 
n  Discuss together some papers on RS and 

information search 
n  Work on the project that you must prepare to 

pass the exam. 
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Learning Material 

p  For the information retrieval topics 
n  C. D. Manning, P. Raghavan and H. Schutze. Introduction 

to Information Retrieval, Cambridge University Press, 
2008. 
http://nlp.stanford.edu/IR-book/information-retrieval-
book.html 

p  Research on Recommender Systems is quite new (first 
works presented around '95) - a recent collection of review 
papers is: 
n  Ricci, F.; Rokach, L.; Shapira, B.; Kantor, P.B. (Eds.), 

Recommender Systems Handbook. 1st Edition., 2011, 845 
p. 20 illus., Hardcover, ISBN: 978-0-387-85819-7 
http://www.springerlink.com/content/978-0-387-85819-7 

p  You must learn from papers not only the slides! 
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Project 

p  The project is conducted in small groups (2 students) 
p  Design an innovative information search and advisory 

system in a given application scenario (e.g. health, 
learning, mobile apps., eGovernment, tourism, etc.) 

p  Choose the research topic and scenario you like the 
best 

p  The project results include: 
n  a written report not more than 5.000 words  
n  and optionally a system prototype 

p  The report must describe the proposed system and 
should clearly illustrate the innovative approach 

p  It is not required to fully implement the proposed 
system, just focus on the core functionality and provide 
a user interface for it. 
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Structure of the report 

p  Executive summary 
p  Description of the application and technical problem 
p  Survey of existing similar applications and studies 

on the chosen application domain (read at least 3-4 
specific papers on the subject) 

p  Critical evaluation/comparison of the pros and 
cons of the relevant techniques presented in the 
course that could be applied to the selected problem 

p  Description of the proposed system functions 
p  Description of the core techniques used in the 

prototype and how have been applied to this specific 
example 

p  Advantages for the customer 
p  Caveats.  
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How the project will be evaluated 

p  The report must follow the defined  
structure (see a previous slide) 

p  The report must be clearly written  
p  The proposed functions and techniques must be 

innovative, significant, and sound 
p  The report must show that you have deeply 

investigated the problem and you can convince the 
client (me and the hypothetical customer) 

p  The system idea should be enough developed to show 
some of the potential benefits for the users 

p  The presentation must be understandable and raise 
the audience attention 

p  The presenters must be able to reply to the questions 
of the other participants. 
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What a student must do to pass 

p  Read and understand the papers/chapters that will 
be suggested for each lecture - the slides support only 
a general understanding of the topic 

p  If something is not clear during a lecture you must 
take a note and rise a question (especially in the 
labs) 

p  Do not visit Facebook during my lectures 
p  The team should start working on the project as soon 

as possible 
n  To have enough time to prepare the report 
n  To submit to me a draft that I will review 
n  To be able to reason on the application of the 

techniques as they are presented in the course. 
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Exam 

p  The final grade is obtained evaluating the project 
result and the knowledge acquired about the lectures’ 
topics in an written exam 

p  Written exam: questions similar to those I make to 
you during the lectures (see slides) and to the 
exercises in the lab 

p  The project results will be presented in a seminar (15 
mins for each presentation) 

p  The final written report and (eventually) the link to 
the system prototype must be sent to me the same 
date of the presentation 

p  You will have to two grades: P (project), max 16 
points,  and W (written exam), max 16 points 

p  The final grade is F = min{P + W, 31} 
p  Both P and W must be greater or equal to 9. 



Introduction to 
Information Retrieval and 

Recommender Systems 
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Basic Concepts in Information Retrieval 

p  Information Retrieval (IR) deals with the 
representation, storage and organization of 
unstructured data 

p  Information retrieval is the process of 
searching within a document collection for a 
particular information need (a query) 

p  Its mission is to assist in information search 
p  Two main search paradigms: 

     Retrieval   and    Browse 
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The User Task 

p  Retrieval 
n  Search for particular information 
n  Usually focused and purposeful 

p  Browsing 
n  General looking around for information 
n  For example: Asia-> Thailand -> Phuket -> 

Tsunami 

Repository 

Retrieval 

Browsing 



Search engines 

p  Search engines are the primary tools 
people use to find information on the web 

p  Exclusion of a site from search engines will 
cut off the site from its intended audience. 



Typical IR system 

doc profile 

Repository 
index 

profiling 

storing 

retrieving 
query 

querying 

indexing 

retrieval 



Brief History of Search Engines 
 
p  Yahoo! (www.yahoo.com) - (1994-) directory service and 

search engine. 
p  Infoseek – (1994-2001)  search engine. 
p  Inktomi – (1995-) search engine infrastructure, acquired by 

Yahoo! 2003. 
p  AltaVista – (1995-) search engine, acquired by Overture in 

2003. 
p  Ask Jeeves (www.ask.com)  - (1996-) Q&A and search 

engine, acquired by IAC/InterActiveCorp in 2005. 
p  Overture – (1997-) pay-per-click search engine, acquired 

by Yahoo! 2003. 

p  Google (www.google.com) – (1998-) – search engine.  
p  AlltheWeb – (1999-) search engine, acquired by Overture in 

2003 . 
p  Bing (www.bing.com) – (2009-) Microsoft rebarded search 

engine, was Live in 2006 and MSN search before. 



Search Engine Statistics 

p  In 2005 Google had 36.5% searches but as of Jan 
2014 Google dominates (64.4% in US) with Bing 
(19.7%) and Yahoo (13%) far behind 

p  In China and Korea local engines are more popular 

Source: ComScore 

Millions of searches 



Google Annual Search Statistics 

22 Source: Google Official History, Comscore 

66,435 queries per second 
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Web IR- IR on the Web	

p  First Generation 
n  Classical approach (boolean, vector, and 

probabilistic models) 
n  Informational: IR/DB techniques on page content, 

E.g., Lycos, Excite, AltaVista 
p  Second Generation 

n  Web as a graph 
n  Navigational: use off-page Web specific data – links 

topology. E.g., Google 
p  Third Generation 

n  Open research 
n  Mobile information search 
n  Search in Social Networks 
n  A lot of business potential, “monetarization of 

infomediary role”, matching services 
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Problems with Using IR for Web	

p  Very large and heterogeneous collection 
n  Dynamic 
n  Self-organized 
n  Hyperlinked 

p  Very short queries 
p  Unsophisticated users 
p  Difficult to judge relevance and to rank results 

(depends on context, and it is subjective) 
p  Synonymy and ambiguity 
p  Authorship styles (in content writing and query 

formulation) 
p  Search engine persuasion,  keyword stuffing (a web 

page is loaded with keywords in the meta tags or in 
content). 
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IR: The Basic Concepts 

p  The user has an information need, that is 
expressed as a free-text query 

p  Information need: the perceived need for 
information that leads to someone using an 
information retrieval system in the first place 
[Schneiderman, Byrd, and Croft. 1997] 

p  The query encodes the information search need 
p  The query is a “document”, to be compared to a 

collection of documents 
p  Effectiveness vs Efficiency 
p  How to compare documents? Similarity metrics 

needed! 
p  How to avoid doing a sequential search? Can 

we search in parallel in a set of servers? 
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From needs to queries 

p  Information need -> query -> search engine -> 
results -> browse OR query -> ... 

Encoded by the 
user into a query Information 

need 
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Taxonomy of Web search 
p  In the web context the "need behind the query" is 

often not informational in nature  
p  [Broder, 2002] classifies web queries according to 

their intent into 3 classes: 
1.   Navigational: The immediate intent is to reach a 

particular site (20%): 
p  q = facebook - probable target http://

www.facebook.com 
2.   Informational: The intent is to acquire some 

information assumed to be present on one or 
more web pages (50%) 
p  q= canon 5d mkIII - probable target a 

page reviewing canon 5d mkIII 
3.   Transactional: The intent is to perform some 

web-mediated activity (30%) 
p  q = hotel Vienna - probable target "Expedia" 
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Exploratory Search 

[Marchionini, 2006] 



Information Search Process 

29 Carol Collier Kuhlthau  Information Search Process  Rutgers University

Model of the Information Search Process

Tasks       Initiation       Selection   Exploration   Formulation   Collection   Presentation
----------------------------------------------------------------------------------------------------------------------------------------------------→

Feelings uncertainly     optimism     confusion       clarity sense of       satisfaction or
(affective) frustration direction/      disappointment

doubt confidence

Thoughts vague-------------------------------------→focused
(cognitive) -----------------------------------------------→

increased interest

Actions seeking relevant information----------------------------→seeking pertinent information
(physical) exploring documenting

by Carol Collier Kuhlthau 



Information Discovery Matrix 

30 

http://techcrunch.com/2011/03/03/the-age-of-relevance/ 
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Strategies and Tools 

p  A search engine is just a tool,  among 
others, that can be exploited, within a 
strategy, to achieve a goal (perform a 
task) 

p  New tools have emerged, and will be 
developed, to combine work in Human 
Computer Interaction and Information 
Retrieval 

p  Exploratory search is the area where 
new tools will be developed mostly 



Information Search Interfaces 

p  Design Search User Interfaces  
p  Evaluate Search User Interfaces  
p  Models of the Information Seeking 

Process  
p  Search Interfaces Fundamentals:  

n  Query Specification  
n  Presentation of Search Results  
n  Query Reformulation  

p  Advanced Topics, including:  
n  Integrating Navigation with Search  
n  Personalization in Search  
n  Information Visualization 
n  Mobile Search  
n  Social Search  
n  Multimedia Search  32 

search by reading level  
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Share of Digital Media Time Spent: Desktop Computer vs. Mobile 
(Smartphone + Tablet) Source: comScore Media Metrix Multi-
Platform (Beta), U.S., Dec-2012 

Mobile Usage 



Mobile Usage 
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Share of Browser-Based Page Traffic by Hour for Computer, 
Smartphone and Tablet Platforms Source: comScore Device 
Essentials, U.S., Monday, Jan. 21, 2013  
 

Users complete 
information tasks by 
using multiple devices 



Time spent on digital media 

p  Mobile consumption has clearly exploded, +44% 
mobile app usage and +38% in mobile web usage 

p  Desktop usage has held up 
35 
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Exploratory Search: Mobile Search 

p  User can browse searches (query and results) 
performed by other users in a location. 

[Church and Smyth, 2008] 



Google Now 

37 

The right information at just at the right time 
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Exploratory Search: Example 

liveplasma.com 
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Information Discovery: Example 

http://musicovery.com 



Musicovery Mobile 

40 
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Exploratory Search: Linkedin People 
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Vivisimo 
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Dynamic Search Engine 

[Hörman, 2008] 
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Information Search Features 

p  There is no single best strategy or tool for 
finding information 

p  The strategy depends on: 
n  the nature of the information the user is 

seeking,  
n  the nature and the structure of the content 

repository, 
n  the search tools available,  
n  the user familiarity with the information and 

the terminology used in the repository,  
n  and the ability of the user to use the search 

tools competently. 
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Information Search and Decision 
Making 
p  Information Search (IS) and Decision Making 

(DM) are strictly connected 
p  IS for DM: we search information (external and 

internal) before taking decisions 
n  Classical in DM and Consumer Behavior 

p  DM for IS: we must take decisions about what 
information to consider, or 
when to stop searching 
n  New feature of the Web, 

caused by Information  
Overload. 
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Information Overload 

p  Internet = information overload, i.e.,  
the state of having too much information  
to make a decision or remain informed  
about a topic 

p  Basic Information retrieval technologies can assist a 
user to look up content if the user knows exactly 
what he is looking for (i.e. for lookup) 

p  But to make a decision or remain informed  
about a topic you must perform an exploratory 
search (e.g., comparison, knowledge acquisition, 
product selection, etc.)  
n  not aware of the range of available options 
n  may not know what to search  
n  if presented with some results may not be able to 

choose. 



Neuroscience and Information Overload 

p  Neuroscientists have discovered that 
unproductivity and loss of drive can result from 
decision overload 

p  Our brains are configured to make a certain 
number of decisions per day and once we 
reach that limit, we can’t make any more 

p  Information processing has a cost: we can 
have trouble separating the trivial from the 
important – this inf. processing makes us tired 

p  The processing capacity of  
conscious mind is estimated to  
be 120 bits per second. 

47 



Attention 

p  Attention is the most essential resource for any 
organism – millions of neurons (attentional 
filters) are constantly monitoring the 
environment to select the most important things 
to focus on 

p  Successful people – who can afford it – employ 
layers of people whose job it is to narrow the 
attentional filter (secretary) 

p  The rest of us have a tendency to let our minds 
run wild and cycle through a plethora of thoughts 
(Did I close the door? Did I filed the request?). 

48 



Attentional Filters Principles 

p  Change: the brain is an exquisite change 
detector 

p  When a change is detected the information is 
sent to your consciousness 
n  Example: one friend calls you – if the voice 

sounds strange then you ask if she's ok 
p  Importance: something that is personally 

important for you go through the attentional filter 
n  Example: in a crowded room you hear some 

words particularly important and you can 
immediately follow the conversation 

p  Inattentional blindness basketball demo 
49 



50 

Recommender Systems 

p  In everyday life we rely on recommendations 
from other people either by word of mouth,  
recommendation letters, movie and book reviews 
printed in newspapers … 

p  In a typical recommender system people 
provide recommendations as inputs, which 
the system then aggregates and directs to 
appropriate recipients 
n  Aggregation of recommendations 
n  Match the recommendations with those 

searching for recommendations 

[Resnick and Varian, 1997] 
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Recommenders and Search Engines 

Querying a SE 
for a 
recommendation 
will return a list 
of 
recommender 
systems 

A search 
engine is not a 
recommender 
system 
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Mobile Scenarios 

53 



Linked-In Recommendations 

54 
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Core Computations of Recommender Systems 

p  Rating Prediction: a model must be built to predict 
ratings for items not currently rated by the user 
n  Numeric ratings: regression 
n  Discrete ratings: classification 

p  Ranking: compute a score for each item and then 
rank the items with respect to the score (e.g. search 
engine) 
n  "Simpler" than rating prediction - just the order 

matter 
p  Selection task: a model must be built that selects 

the N most relevant items – new for the user 
n  Can be thought to be a post-process of rating 

prediction or ranking – but different evaluation 
strategies are applied. 
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The Collaborative Filtering Idea 

p  Trying to predict the opinion the user will have on 
the different items and be able to recommend the 
“best” items to each user based on: the user’s 
previous likings and the opinions of other like 
minded users 

p  From an historical point of view CF came after 
content-based (we’ll see this later) but it is the 
most famous method 

p  CF is a typical Internet application – it must be 
supported by a networking infrastructure 
n  But we are thinking of using many servers 
n  At least many users and one server 

p  There is no stand alone CF application.  
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Movielens 



58 
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Items 

Users 

Matrix of ratings 



60 

Collaborative-Based Filtering 
p  A collection of n users U and a collection of m items I 
p  A n × m matrix of ratings rui , with rui = ? if user u did not 

rate item i 
p  Prediction for user u and item j is computed as

p  Where, ru is the average rating of user u, K is a 
normalization factor such that the absolute values of wuv sum 
to 1, and

wuv =

(ruj − ru )(rvj − rv )
j∈Iuv

∑

(ruj − ru )
2 (rvj − rv )

2

j∈Iuv
∑j∈Iuv

∑

Pearson 
Correlation of 
users u and v 

[Breese et al., 1998] 

ruj
* = ru +K wuv (rvj − rv )v∈N j (u)

∑
A set of neighbours of 

u that have rated j 



Topics in Recommender Systems 

p  Prediction Algorithms 
p  Evaluation methodologies 
p  System deployment and 

integration 
p  Method selection 
p  Conversational systems 
p  Persuasion 
p  Recommendation presentation 

and explanations 
p  Social computing 
p  Trust 
p  Preference elicitation and active 

learning 
p  Robustness and security 61 



Challenges in Recommender Systems 

p  Scalability of the algorithms with large and real-word data 
sets 

p  Proactive recommenders 
p  Privacy preserving recommenders 
p  Diversity of the recommendations 
p  Integration of short- and long-term preferences 
p  Generic user models and cross domain solutions 
p  Distributed computational models 
p  Recommending a sequence of items (e.g. a playlist) 
p  Recommender for mobile users 
p  Recommendations for groups 
p  Context-Aware Recommendations 

62 

Potential topics for 
your projects!  
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Type of Techniques 

Information 
Retrieval 

Recommender 
System 

Product 
Search 

Decision  
Support 

Item 
Complexity 

Risk (Price) low high 

low 

high 

News, 
Article, 

webpage 

Music, 
DVD, 
Book 

Laptop, 
Camera, 
Travel 

Investment, 
Real Estate, 

Politics 

Keyword-based search 

Collaborative Filtering 

Critiquing 
 

Decision Strategies 

Preference Elicitation 

Constraints 

PageRank 

MAUT 
CP-Nets 

Data Mining 

User involvement 
increases 
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Min input vs. Max output 

p  Most users are impatient to get results 
providing just minimal input 

p  Users’ preferences are constructive and 
context dependent 

p  Users want to make accurate choices, i.e., 
get relevant information items 

Query (inaccurate / incomplete) 

Result (precise / complete) 
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Collaborative Filtering and Google 

p  Search engines are not recommender systems, BUT 
p  Actually Google and Collaborative Filtering  have 

many similarities 
n  They both rank items 
n  The ranking is based on opinion of their users 

p Collaborative Filtering: ratings on items 
p Google: links to pages 

n  Both are expressions of the Web 2.0 
p  Web 2.0: involves the user 

n  the content is created by users 
n  users help organize it, share it, remix it, critique it, 

update it. 
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Google 

p  Google is the leading search and  
online advertising company - founded  
by Larry Page and Sergey Brin (Ph.D. 
 students at Stanford University) 

p  “googol” or 10100 is the mathematical term Google 
was named after 

p  Google’s success in search is largely based on its 
PageRank™ algorithm 

p  Gartner reckons that Google now make use of more 
than 1 million servers, spitting out search results, 
images, videos, emails and ads 

p  Google reports that it spends some 200 to 250 million 
US dollars a year on IT equipment.  

1 googol = 10100 
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Ranking web pages 

p  To count inlinks: enter in google search form 
link:www.mydomain.com 

p  Web pages are not equally “important” 
n  www.unibz.it vs. www.stanford.edu 
n  Inlinks as votes 

p www.stanford.edu has 3200 inlinks 
p www.unibz.it has 352 inlink (Feb 2013) 

p  Are all inlinks equal? 
n  Recursive question!  
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Simple recursive formulation 

p  Each link’s vote is proportional to the 
importance of its source page 

p  If page P with importance x has n outlinks, each 
link gets x/n votes 

1000 $ 

333 $ 333 $ 

333 $ 
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Simple “flow” model 

The web in 1839 

Yahoo 

Microsoft Amazon 

y 

a m 

y/2 

y/2 

a/2 

a/2 

m 

y  = y /2 + a /2 
a  = y /2 + m 
m = a /2 

a, m, and y are the importance of these pages 
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Solving the flow equations 

p  3 equations, 3 unknowns, no constants 
n  No unique solution 
n  If you multiply a solution by a constant (λ) you 

obtain another solution - try with (2 2 1) 
p  Additional constraint forces uniqueness 

n  y+a+m = 1 (normalization) 
n  y = 2/5, a = 2/5, m = 1/5 
n  These are the scores of the pages under the 

assumption of the flow model 
p  Gaussian elimination method works for small 

examples, but we need a better method for large 
graphs. 



Matrices 

p  A Matrix is a rectangular array of numbers 

p  aij is the element of matrix A in row i and column j 
p  A is said to be a n x m matrix if it has n rows and m 

columns 
p  Matrix multiplication 

  

⎟⎟
⎠

⎞
⎜⎜
⎝

⎛
=⎟⎟
⎠

⎞
⎜⎜
⎝

⎛
=

654
321

232221

131211

aaa
aaa

A

b11 b12 b13( )
a11 a12

a21 a22

a31 a32

!

"

#
#
#
#
#
#

$

%

&
&
&
&
&
&

= b11a11 + b12a21 + b13a31 b11a12 + b12a22 + b13a32( )

1 x 3        3 x 2                1 x 2 



Exercise 

p  Compute the product of these two matrices  
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1/ 2 1/ 2 0
1/ 2 0 1/ 2
0 1 0

!

"

#
#
#

$

%

&
&
&

1/ 2 1/ 2 0
1/ 2 0 1/ 2
0 1 0
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"

#
#
#

$

%

&
&
&



Exercise 

p  Compute the product of these two matrices  
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1/ 2 1/ 2 0
1/ 2 0 1/ 2
0 1 0

!

"

#
#
#

$

%

&
&
&

1/ 2 1/ 2 0
1/ 2 0 1/ 2
0 1 0

!

"

#
#
#

$

%

&
&
&

=
1/ 4+1/ 4 1/ 4 1/ 4
1/ 4 1/ 4+1/ 2 0
1/ 2 0 1/ 2

!

"

#
#
#

$

%

&
&
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Matrix formulation of the flow 

p  Matrix M has one row and one column for each 
web page (square matrix) 

p  Suppose page i has n outlinks 
n  If i links to j, then Mij=1/n 
n  Else Mij=0 

p  M is a row stochastic matrix 
n  Rows sum to 1 

p  Suppose r is a vector with one entry per web 
page 
n  ri is the importance score of page i 
n  Call it the rank vector 



75 

Example 

y    ½   ½   0 
a    ½   0    ½  
m    0   1    0 

y    a     m 

y  = y /2 + a /2 
a  = y /2 + m 
m = a /2 

(y a m) = (y a m)M 

Yahoo 

Microsoft Amazon 

y 

a m 

y/2 

y/2 

a/2 

a/2 

m 

= M 
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Power Iteration Solution 

Yahoo 

Microsoft Amazon 

(1/3 1/3 1/3) 
(1/3 1/3 1/3)M = (1/3 1/2 1/6) 
(1/3 1/2 1/6)M = (5/12 1/3 1/4) 
(5/12 1/3 1/4)M = (3/8 11/24 1/6) 
… 
(2/5 2/5 1/5) 

y    ½   ½   0 
a    ½   0    ½  
m    0   1    0 

y    a     m 

(y a m) = (y a m)M 

= M 

The process converges to the rank 
vector whatever is the initial vector, 
provided that its entries sum to 1. 



Exercise 

p  Prove that if M is the links matrix described 
before  and M∞ = (aij) then a1j= a2j = … = anj for 
all j=1,…,n. That is, each column is constant. 

p  Hint: use the fact that if v is a generic row vector 
whose entries sum to 1 then vM∞ = r (the rank 
vector) 
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From static to dynamic ranking 

p  PageRank score of a page is static: 
n  Does not depend on the user's query 

p  How we can retrieve pages that are relevant for 
the user query (and have high page-rank score)? 

p  We must compute another score for each page: 
degree of match between a query and a page 

p  Attend the next lectures …. 
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p  Tweets: 140-character microblog posts sent out by 
Twitter members 

p  The key is to identify "reputed followers," -Twitterers 
"follow" the comments of other Twitterers they've 
selected, and are themselves "followed" 

p  You earn reputation, and then you give reputation 
p  If lots of people follow you, and then you follow 

someone-- then even though this [new person] does 
not have lots of followers, his tweet is deemed 
valuable 

p  One user following another in social media is 
analogous to one page linking to another on the Web 
- both are a form of recommendation ... 

http://www.technologyreview.com/web/24353/ 

How Google Ranks Tweets 

"Real" time 
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Recommender Systems vs Search Engines I 

p  Recommender system research has taken 
techniques from IR (e.g. content-based filtering) 

p  Search engines have used idea coming from 
recommender systems (a page is important if 
linked/endorsed by another) 

p  IR deals with large repositories of 
unstructured content about a large variety of 
topics  

p  RSs focus on smaller content repositories on a 
single topic 

p  Personalization in IR (personalized search 
engines) is now receiving more and more interest 
(e.g. personalized google) – learning to rank. 
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Recommender Systems vs Search Engines II 

p  IR deals with “locating relevant content” – the 
user should be able to evaluate the relevance of 
the retrieved set 

p  RS deals with “differentiating relevant 
content” – the user has not enough knowledge 
to evaluate relevance 
n  E.g. imagine to select a camera with google 

and with dpreview.com 
p  IR and RS supports different stages of the 

information search/discovery process 
p  An effective information system must blend 

techniques coming from the two disciplines. 
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Vertical search engines and LBS 

p  Vertical search engines are specialists 
(focusing on specific topics) in comparison to 
generalists (e.g., Google and Yahoo!)  
n  Health and medicine: medstory.com 
n  Travel sites: Kayak.com or Expedia.com  
n  Real-estate: Zillow.com or Trulia.com (exploit 

location based search) 
n  Job search: Indeed.com or Monster.com 
n  Shopping search engines: Shopzilla.com and 

MySimon.com 
p  Location-based search uses geographic 

information about the searcher to provide more 
relevant search results.  
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Dynamic Search Engine 

[Hörman, 2008] 
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Same query in Google 
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