 Database 2 – Exam Exercises

Alessandro Artale

Question 1

a) Describe the difference between a primary and a secondary index. 

(3 marks)

You have now the following instance of the Project relation:

	PROJECT-ID
	MANAGER-NAME
	DEPARTMENT
	YEAR
	HOURS-SPENT

	23832
	Guldu
	Account
	1996
	323

	23650
	Smith
	Engineering
	2000
	398

	24001
	Smith
	Engineering
	1994
	247

	24009
	Smith
	Engineering
	1999
	136

	23831
	Madayan
	AI
	1997
	112

	23903
	Jones
	Marketing
	1998
	213

	23904
	Jones
	Marketing
	1997
	237

	23666
	Jones
	Marketing
	2001
	283

	23901
	Jones
	Marketing
	1998
	432

	23902
	Jones
	Marketing
	1996
	238

	23905
	Jones
	Marketing
	1997
	331

	23906
	Jones
	Marketing
	1996
	291

	23907
	Stewart
	Computation
	2001
	348

	23688
	Stewart
	Computation
	1996
	321

	24005
	Stewart
	Computation
	1996
	435


Assume that each Disk Block can store up to four (4) tuples. Build the following Indexes for the Project relation.

b) A primary sparse index on sequential file on PROJECT-ID.


(3 marks)

Assume that the relation is stored in a file sorted with respect to the PROJECT-ID attribute:

c) Build a secondary index with indirect buckets on YEAR. 


(3 marks)

d) Compute the actual number of disk I/O for answering the selection query, ?YEAR=2001(Project), using the secondary index as built in part (c). Compare it with the number of disk I/O for answering the same query using the One-Pass Tuple-at-Time selection algorithm.







(5 marks)

There is a need to build a B-Tree for the Project relation as a dense index on its primary key. Assume that:

· The Project relation contains 10,000,000 tuples (i.e., T(Project) = 10,000,000);

· The primary key for Project is made up of a single attribute whose type is integer and 6 bytes are required to store its values;

· To store a pointer 16 bytes are needed;

· Each B-Tree node is stored in a disk block with size 4KB (i.e., 4096 bytes).

Given the above data answer the following questions:

e) Compute the maximum number of keys that can be allocated in a single B-Tree node.

(2 marks)

f) Compute the number of leaves, the number of levels and the number of nodes of the B-Tree.









(4 marks)

Question 2

You are given the following relation:

DEPARTMENT

	DEPT-ID 
	DNAME
	LOCATION

	345CH
	Chemistry
	Las Vegas

	346AD
	Admin
	Toronto

	123IN
	Informatics
	New York

	124IN
	Informatics
	Atlanta

	456AS
	Astro
	S.Barbara

	237IN
	Informatics
	New York

	239AS
	Astro
	Chicago

	654LAs
	Law
	New York

	230AD
	Admin
	Atlanta

	555MC
	Mechanics
	Chicago

	232IN
	Informatics
	S.Francisco

	454LA
	Law
	New York

	111MC
	Mechanics
	Las Vegas

	222AS
	Astro
	Atlanta

	333CH
	Chemistry
	S.Francisco

	444MC
	Mechanics
	S.Francisco

	679AS
	Astro
	Atlanta


Build the B-Tree implementing a primary index on sequential file on the attribute DEPT-ID of the DEPARTMENT relation. Assume that each B-Tree node can contain up to 4 keys and 5 pointers. In particular:

a) Single out each insertion of a key that generates a node splitting and give the status of the B-Tree before and after the insertion.




          (12 marks)

b) Give the resulting final B-Tree.






(4 marks)

c) Given the B-Tree obtained from part (b), give the resulting B-Tree obtained by deleting the following tuples from the relation: 





(4 marks)

	456AS
	Astro
	S.Barbara


	555MC
	Mechanics
	Chicago


Question 3

You are given the following relations:

DEPARTMENT

	DEPT-ID 
	DNAME
	LOCATION

	345CH
	Chemistry
	Las Vegas

	346AD
	Admin
	Toronto

	123IN
	Informatics
	New York

	124IN
	Informatics
	Atlanta

	456AS
	Astro
	S.Barbara

	237IN
	Informatics
	New York

	239AS
	Astro
	Chicago

	654LAs
	Law
	New York

	230AD
	Admin
	Atlanta

	555MC
	Mechanics
	Chicago

	232IN
	Informatics
	S.Francisco

	454LA
	Law
	New York

	900MD
	Medical
	S.Barbara

	997MC
	Mechanics
	S.Francisco

	998MD
	Medical
	Toronto

	767LA
	Law
	S.Barbara

	111MC
	Mechanics
	Las Vegas

	222AS
	Astro
	Atlanta

	333CH
	Chemistry
	S.Francisco

	444MC
	Mechanics
	S.Francisco

	679AS
	Astro
	Atlanta


PROJECT

	PNUMBER 
	LOCATION
	PNAME

	1
	S.Barbara
	Peter-pan

	2
	Vancouver
	Jeson

	3
	Las Vegas
	Haward

	4
	Las Vegas
	Bin

	5
	Las Vegas
	France

	6
	S.Barbara
	Willy

	7
	S.Elen
	Kevin

	8
	Atlanta
	Rose

	9
	S.Francisco
	Tesaurus

	10
	Toronto
	Nasa

	11
	S.Elen
	Cia

	12
	S.Elen
	Lory

	13
	Vancouver
	Sarha-desert

	14
	Toronto
	Duel

	15
	Las Vegas
	Revolution

	16
	Chicago
	Iron

	17
	S.Francisco
	Jfk

	18
	Chicago
	Asilomar

	19
	Toronto
	Sun

	20
	Chicago
	Intel


Compute the Natural Join between Department and Project using the Sort-Merge join algorithm. Assume that each disk block for both Department and Project stores up to 3 tuples, while there are 5 available main memory buffers (i.e., M=5), and the size of each buffer is equal to 1 Disk Block. Answer the following questions:

a) Check whether the given value for M (i.e., M=5) is enough to start running the Sort-Merge join algorithm. 







 (2 marks)

If the answer to part (a) is positive use M=5, otherwise use for M the value computed in part (a) to answer the following questions:

b) Give the sorted sublists for both relations. 




 (4 marks)

c) For each value of the joining attribute give the content of the main memory
 (8 marks)

d) For each value of the joining attribute give the result of the partial join.

(6 marks)

Question 4

You have been given the database elements A,B,C with starting values: A=0, B=5, C=2, and two transactions T1, T2:

T1. 
A:=A+1; B:=B+A

T2. 
C:=C*B; B:=A+B+C

Assume that transaction T2 starts after T1 finishes, and that an UNDO logging technique is used to recover from a system failure. 

Answer the following questions:

a) Give a table containing: a) the primitive actions for both T1 and T2 (in the appropriate sequential order); b) the values of the local variables; c) the values for A, B, C both in main memory and on disk; d) the status of the log in main memory. When showing the actions use the primitive actions READ, WRITE, OUTPUT, FLUSH LOG, together with the required assignment statements for the local variables.


(6 marks)

b) Suppose there is a crash and the Log under the UNDO logging technique is the one obtained from part (a) with the exception that it does not contain the record     <COMMIT T2>.

Give the actions that need to be done to recover from the failure. Use the primitive actions: WRITE, OUTPUT, ABORT(T). Give them in the appropriate order.
(2 marks)

c) Modify the Log obtained in part (a) assuming that the recovery technique is a REDO logging technique. Give the new Log and then give the actions that need to be done in order to recover from a failure if the Log does not contain the record <COMMIT T2>. Use the primitive actions: WRITE, OUTPUT, ABORT(T). Give them in the appropriate order.









(4 marks)

Assume now that there are three transactions T1, T2, T3 that modify the database elements X,Y,Z. Answer the following questions: 

d) Suppose there is a crash and the log under the NONQUIESCENT UNDO logging technique is (to be read from left to right):

<START T1> <T1,X,2> <T1,Y,4> <START T2> 

<T2,Y,7> <START CKPT(T1;T2)> <T1,Z,1> 

<COMMIT T1> <START T3> <T3,Y,10> <T2,Z,3>

Give the actions that need to be done to recover from the failure. Use the primitive actions: WRITE, OUTPUT, ABORT(T). Show them in the appropriate order. Specify also the part of the log that can be deleted.




(4 marks)

e) Answer part (d) assuming that the log is:





(4 marks)

<START T1> <T1,X,2> <T1,Y,4> <START T2> 

<T2,Y,7> <START CKPT(T1;T2)> <T1,Z,1> 

<COMMIT T1> <START T3> <T3,Y,10> <T2,Z,3>

<COMMIT T2><END CKPT>

Question 5

a) For both of the following schedules:

S1.
r1(A);r1(B);w1(A);r3(B);w3(B);r2(A);r2(C);w2(C);r3(A);r3(D);w3(D);r4(D);w4(D)

S2.
r1(B);r1(D);r2(A);w2(A);r1(A);w1(A);r3(C);r4(C);w4(C);r3(B);w3(B);r4(B);r4(D);w4(D);w1(D)

Show the precedence graph and check whether the schedule is conflict-serializable. Justify each precedence relation in the graph i.e., for each arch in the obtained graph give a conflicting pair of actions which give rise to such an arch.



(6 marks)

b) Given the following precedence graph, generate an admissible serial schedule. Represent a serial schedule by the list of transactions.




(2 marks)


c)  Given the following two transactions:


T1.
READ(A,t); READ(B,s); t:=t+s; WRITE(A,t); READ(C,w); w:=w+t; WRITE(C,w)


T2.
READ(A,t); READ(B,s); READ(C,w); w:=2*(t+s+w); WRITE(C,w)

Show using a table the serial schedule (T1;T2) assuming that the initial state is A=5, B=10, C=2. The table should show the actions of T1 and T2, and the main memory values for the elements A,B,C (it is not necessary to show the values of the local variables). Furthermore, assuming that the scheduler deals with two-phase locking, add to the events shown in the table both lock and unlock events. Insert each lock as late as possible, whilst doing each unlock as soon as possible. Lock and unlock events should be inserted in accordance with the Two-Phase Locking strategy.








(4 marks)

d) Given the following transactions:


T1.
r1(A); r1(B);w1(A)


T2.
r2(A);r2(B); r2(C);w2(B)


T3.
r3(A);r3(B);r3(C);w3(C)

and the following precedence relations on the schedule S:


r1(A)<Sr2(A)<Sr3(A)


w2(B)<Sr1(B)


r2(B)<Sr3(B)


w3(C)<Sr2(C)

Build the schedule S for the transactions T1, T2 and T3 in accordance with the above specified precedence constraints. Furthermore, assuming that the scheduler deals with Two-Phase Locking with shared and exclusive locks and allowing upgrading (i.e., a shared lock can be upgraded to an exclusive lock), add shared and exclusive locks to S. Show S using a table with three columns T1, T2 and T3.






(8 marks)
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