Approximation: Theory and Algorithms

Trees and Relational Databases /Il

Nikolaus Augsten

Free University of Bozen-Bolzano
Faculty of Computer Science
DIS

Unit 4 — March 20, 2009

Nikolaus Augsten (DIS)

Approximation: Theory and Algorithms Unit 4 — March 20, 2009 1/24

What is a Tree?
Outline

© What is a Tree?
@ Labels and Order
@ Node Edit Operations

-

© What is a Tree?
@ Labels and Order
@ Node Edit Operations

© Adjacency List Encoding
@ Definition
@ Updates and Queries

© Conclusion

Nikolaus Augsten (DIS)

Approximation: Theory and Algorithms Unit 4 — March 20, 2009 2 /24

‘ What is a Tree?

What is a Tree?

@ Graph: a pair (N, E) of nodes N and edges E between nodes of N
@ Tree: a directed, acyclic graph T
o that is connected and
@ no node has more than one incoming edge
@ Edges: E(T) are the edges of T
@ an edge (p,c) € E(T) is an ordered pair
o with p,c € N(T)
@ “Special” Nodes: N(T) are the nodes of T

©

parent/child: (p,c) € E(T) < p is the parent of ¢, c is the child of p
siblings: ¢1 and c; are siblings if they have the same parent node
root node: node without parent (no incoming edge)

leaf node: node without children (no outgoing edge)

fanout: fanout £, of node v is the number of children of v

¢ ¢ @ ¢
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What is a Tree? Labels and Order

Unlabeled Trees

@ Unlabeled Tree:

@ the focus is on the structure, not on distinguishing nodes
@ however, we need to distinguish nodes in order to define edges
= each node v has a unique identifier id(v) within the tree

o Example: T = ({1,3,5,4,7},{(1,3),(1,5),(5,4),(5,7)})
[ ] /.1\.
3 . / 5\.
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What is a Tree? Labels and Order

Edge Labeled Trees

@ Edge Labeled Tree:
o an edge e € E(T) between nodes a and b is a triple

e = (id(a), id(b), A(e))
o id(a) and id(b) are node IDs
o A(e) is the edge label (not necessarily unique within the tree)

@ Example:
T=({1,3,5,4,7},{(1,3,2),(1,5,b),(5,4,¢),(5,7,a)})
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What is a Tree? Labels and Order

Node Labeled Trees

@ Node Labeled Tree:
e anodeve N(T)is a pair (id(v), A(v))
o id(v) is unique within the tree
o label A(v) needs not to be unique

@ Intuition:

o The identifier is the key of the node.

@ The label is the data carried by the node.
o Example: T = ({(1,a), (3, ), (5,b), (4,c), (7,d)},

{(1,3),(1,5),(5,4),(5.7)})
(1,2)
/N
(3,¢)  (5b)
VRN

(4,¢) (7,4)
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What is a Tree? Labels and Order [ What is a Tree? Labels and Order

Notation and Graphical Representation Ordered Trees

@ Notation:
¢ node identifiers: id(v;) =i

Ordered Trees: siblings are ordered

o tree identifiers: Ty, To,... @ contiguous siblings s; < sp have no sibling x such that s; < x < sp
@ Graphical representation @ ¢ is the j-th child of p if
o we omit brackets for (identifier,label)-pairs °op is the parent of c;, and
o we (sometimes) omit node identifiers at all o i=H{xeN(T):(p,x) € E(T),x < c}|
@ we do not show the direction of edges @ Example:
(edges are always directed from root to leave)
Unordered Trees Ordered Trees
unlabeled tree | edge labeled tree | node labeled tree a a a a
AN /1 AN /1
/ = AN AN # \

VAN EEYACEEN ERVAN CRTAT AT AT
VAN BEEYACHE VAN

Note: “ordered” does not necessarily mean “sorted alphabetically”
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What is a Tree? Node Edit Operations [ What is a Tree? Node Edit Operations

Outline Edit Operations

We assume ordered, node-labeled trees
© What is a Tree?

Rename node: ren(v, ")
o change label / of v to /" # |
Delete node: del(v)

@ remove v
@ connect v's children directly to v's parent node (preserving order)

@ Node Edit Operations

Insert node: ins(v, p, k, m)
@ insert new node v as a child of p at position k
@ substitute children cg,ck41,...,Cm of p with v
@ insert Ck,Ck+1,- .-, Cm as children of the new node v (preserving order)

Insert and delete are inverse edit operations
(i.e., insert undoes delete and vice versa)

Nikolaus Augsten (DIS) Approximation: Theory and Algorithms Unit 4 — March 20, 2009 11 /24 Nikolaus Augsten (DIS) Approximation: Theory and Algorithms Unit 4 — March 20, 2009 12 / 24



What is a Tree?

Node Edit Operations

Definition

Qutline

Example: Edit Operations

ins((vs,b),v1,2,3) ren(vs,x)
To — Ty — T
del(vs) ren(va,c)
— —
vy, a vy, a vy, a
v3,C Vg,C vy,d V3,C Vs, b V3,C Vs, b
Vg, C vz, d Vg, X v7,d
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Definition

Motivation: Trees and Relational Databases

© Adjacency List Encoding
@ Definition
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Adiacency List Encoding initi

@ Relational Databases:

o highly developed systems
@ mature storage and querying capabilities

@ But: there is a gap between ordered trees and relations
o relations are sets (no order)
o relations store tuples (no hierarchy)

@ How can we store an (ordered) tree in a relation?
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Adjacency List

@ Adjacency List:
o list of nodes
@ each node stores pointer to parent

@ Relational Implementation:
o node is tuple (nid, pid)
& nid the node ID
@ pid the node ID of the parent node

@ Example:
tree adjacency list

/\ -
/\
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relational implementation

nid

~N DO Ww

pid

Ol Ol — —H ©
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Adiacency List Encoding Definition Adiacency List Encoding Updates and Queries

Extending the Adjacency List Model Outline

Node labeled trees: (v, p, A(v))
e v,p € N(T) are nodes
@ vis a child of p
o A(v) is the label of v

Edge labeled trees: (v, p, A((p,V)))

e v,p € N(T) are nodes ' . .

o (p,v) € E(T) is an edge © Adjacency List Encoding

o A((p,v)) is the label of the edge (p,v)
Ordered trees: (v,p,i)

e v,p € N(T) are nodes

@ v is the i-th child of p

@ Updates and Queries

All combinations possible. . .
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Edit Operations with the Adjacency List Encoding Example: Delete Node in Adjacency Encoding

nid | pid | pos | Ibl
ag 0 |- - a
1 1]0 1 b
@ Tree relation T(nid, pid, Ibl, pos) m{/ \013 2 |0 ) c
@ Rename: ren(v,/") // N~ - | 3 12 |1 d

. . , . dz < 1 kg nio! P14 4 o o
o update single tuple (v,p,/,7) — (v,p, /', i) AN s 4——2 2 S
@ Delete node: del(v) fs 261 1ig mig 5 | A2 | X2 f
o delete single tuple . 7/ \i 6 | K2 % 3| g
@ update right siblings and all children of v 7 8 ; g 5 h
. i
) Inser.t node.. /r|15(v, ;l), k, m) 9 |2 34 3
@ Insert single tuple - . 10 9 1 1

o update right siblings (pos > k) and all children of new node v ® Delete node v with id(v) = 4 11 | 9 2
o delete single tuple n
@ update children of v 12 12 A5 | n
o update right siblings of v 1310 3 0
14 |13 |1 P
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Adiacency List Encoding Updates and Queries [ Adiacency List Encoding Updates and Queries

Update Efficiency Preorder Traversal

Preorder: in XML also “document order”

@ visit root

) o traverse subtrees rooted in children (from left to right) in preorder
@ Worst case: all children of v and of p must be updated o E | q (a4, b)
. . . ample: preorder =

9 O(fmax) node updates, where fp.y is the maximum fanout in the tree xampie. preorder &80

@ fmax typically small compared to tree size

a
@ update very efficient d/(lz\b

@ Implementation hints: /7 \
¢ unique index on nid and on (pid, pos) will speed up queries f € )
o use ...ORDER BY pos ASC/DESC in update statement to avoid @ Implementation:
duplicates o start with root

o recursively select children of root

Efficiency:

o children of all ancestors on recursion-stack
o O(n) queries for children — very inefficient
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Conclusion [ Conclusion
Summary What's Next?

@ Different types of trees

o unlabeled or labeled (nodes and/or edges) @ Encodings for trees in a relational database:

o ordered or unordered @ Dewey Encoding: store path to root

o Adjacency list encoding o Interval Encoding: node is an interval, store start and endpoint

o encoding for trees in a relational database o Representing XML as a tree
o store pointer to parent of each node
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