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Goal
Goal: Provably correct frame-
work for relational algebra opera-
tors with snapshot semantics

Desiderata:

– Support multiset relations

– Snapshot reducibility

– Uniqueness of encoding

– Implementation on SQL:2011
period relations

Problems: Aggregate Gap and Bag Difference Bug
name skill period
Ann SP [03, 10)
Joe NS [08, 16)
Sam SP [08, 16)
Ann SP [18, 20)

mach skill period
M1 SP [03, 12)
M2 SP [06, 14)
M3 NS [03, 16)

Aggregation: How many workers are
in the factory at any given time?
SELECT count(*)

FROM workers;

cnt period
. . . . . .
2 [10, 16)
0 [16, 18)
1 [18, 20)
. . . . . .

AG bug: No results for gaps!

Difference: How many workers are
missing to operate all machines?
SELECT skill FROM assign

EXCEPT ALL
SELECT skill FROM works;

skill period
SP [06, 08)
SP [10, 12)
NS [03, 08)

BD bug: No result for bag difference
if tuple exists on right-hand side!
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Interval preservation [2] (ATSQL) X ⇥ ⇥ ⇥
Teradata [10] X ⇥ N/A ⇥a

Change preservation [3, 4] ⇥ ⇥ N/A ⇥
TSQL2 [5, 6, 8] ⇥ N/A N/A X
ATSQL2 [1] X N/A ⇥ ⇥
TimeDB [9] (ATSQL2) X N/A ⇥ ⇥
SQL/Temporal [7] X ⇥ ⇥ ⇥
SQL/TP [11]b X X X ⇥
Our approach X X X X

aOptionally, coalescing (NORMALIZE ON in Teradata) can be applied to get a
unique encoding at the cost of loosing multiplicities.

bSequenced semantics can be expressed, but this is inefficient

Background on Temporal Snapshot Semantics
• The result of a temporal operator is defined by the result of its corresponding nontemporal operator applied on each snapshot

Qonduty : How many specialized workers (skill=SP) are in the company at each given time?

SELECT count(*) FROM works WHERE skill = ’SP’;

name skill period
Ann SP [03, 10)
Joe NS [08, 16)
Sam SP [08, 16)
Ann SP [18, 20)

Make snapshots

00 7! name skill

. . .
08 7! name skill

Ann SP
Joe NS
Sam SP

. . .
18 7! name skill
. . . Ann SP

Traditional query
(non-temporal)

00 7! cnt
0

. . .
08 7! cnt

2

. . .
18 7! cnt
. . . 1

Merge Snapshots

cnt period
0 [00, 03)
1 [03, 08)
2 [08, 10)
1 [10, 16)
0 [16, 18)
1 [18, 20)
0 [20, 24)
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Snapshot reducibility

Q Q(⌧t(R))
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• Most approaches assume duplicate free snapshot relations (set semantics).

Approach Overview
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SQL period relations

name skill period
Ann SP [03, 10)
Joe NS [08, 16)
Sam SP [08, 16)
Ann SP [18, 20)

cnt period
0 [00, 03)
1 [03, 08)
2 [08, 10)
1 [10, 16)
0 [16, 18)
1 [18, 20)
0 [20, 24)

REWR(Qonduty)

PERIODENC�1 PERIODENC PERIODENC�1 PERIODENC
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Period K-relations

name skill NT
Ann SP {[03, 10) 7! 1, [18, 20) 7! 1}
Sam SP {[08, 16) 7! 1}
Joe NS {[08, 16) 7! 1}

cnt NT

0 {[00, 03) 7! 1, [16, 18) 7! 1, [20, 24) 7! 1}
1 {[03, 08) 7! 1, [10, 16) 7! 1, [18, 20) 7! 1}
2 {[08, 10) 7! 1}

Qonduty

⌧00, . . . , ⌧23 ENCN ⌧00, . . . , ⌧23 ENCN
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Sequenced K-relations
00 7! name skill N
. . .
08 7! name skill N

Ann SP 1
Joe NS 1
Sam SP 1

. . .
18 7! name skill N
. . . Ann SP 1

00 7! cnt N
0 1

. . .
08 7! cnt N

2 1

. . .
18 7! cnt N
. . . 1 1

. . .

Qonduty

. . .
Qonduty

. . .

• Standard SQL period
relations

• Query rewriting to
standard SQL

• Period semirings
(multisets)

• Multiset coalescing
(uniqueness)

• Snapshot semirings
for set and multisets
(snapshot reducibility)
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Generalized Coalescing
• Ensures uniqueness of encoding

• Merge tuples over snapshots with identical values and annotations into periods

• Multiset coalescing: Merge tuples over snapshots with identical values and
cardinalities

name NT
Ann {[1, 5) 7! 1, [2, 5) 7! 1}
Sam {2, 4) 7! 1, [4, 5) 7! 1}

CN name NT
Ann {[1, 2) 7! 1, [2, 5) 7! 2}
Sam {2, 5) 7! 1}

Ann
Ann

Sam
Sam

CN
Ann

Ann
Ann
Sam
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Implementation and Experimental Results
• Middleware implementation based on query rewriting into standard SQL

• Optimizations: pre-aggregation and elimination of coalescing steps
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Multiset coalescing

TPC-BiH (SF10 = ⇠ 10GB)
Query PG-Seq PG-Nat DBY-Seq Bug
Q1 63.85 TO (2h) 82.61
Q5 5.85 1794.10 14.89
Q6 7.70 126.91 7.28 AG
Q7 28.70 1642.20 21.75
Q8 21.78 1484.61 17.33
Q9 129.01 TO (2h) 71.37
Q12 10.49 264.57 13.30
Q14 26.55 3436.30 23.79 AG
Q19 9.60 2873.13 22.35 AG

Comparison with native implementation


